
The last decade has left investors painfully aware of the 
importance of volatility. Two major bear markets in 10 
years have left many scarred by the experience. Clearly, an 
investment approach that captures the growth of equities 
together with a braking system that tries to prevent accidents 
would be ideal for navigating such difficult markets. We believe 
that investors can come close to realising this ideal by carefully 
measuring and managing the volatility in their portfolios.
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Any mechanism that can smooth volatility in an equity 
portfolio is not only useful in its own right but, by improving 
the investor’s day-to-day journey, it may also help them to 
avoid major crashes. Volatility often accompanies market 
collapses. Figure 1 (light blue line) shows the volatility of the 
US Standard & Poor’s 500 Index between 1928 and 2012.  
It can readily be seen that many of the big corrections of 
this 84-year period, such as 1929, 1937, 1974, 1987, 2001 
and 2008, have been associated with high volatility. 

A simple portfolio braking system 
A basic mechanism for capping volatility is pretty 
straightforward to establish for a portfolio of risky assets 
such as equities. First decide on a maximum level of volatility, 
say 15% a year. Then monitor the portfolio volatility and 
whenever it exceeds this fixed 15% cap, sell enough risky 
assets to ensure that it falls back to 15%. Thus, for example, 
if portfolio volatility rises to 20%, bring it back down to 15% 
by selling a quarter of the stocks for cash.

Once the portfolio volatility moves back towards the  
15% level, the cash can be gradually reinvested in risky 
assets. By following this simple, systematic rule, volatility 
should be effectively limited to a maximum of 15% a year  
(see Figure 1, dark blue line). 

Over the very long term, the operation of such a volatility 
cap seems to be no material impediment to returns. A 15% 
per annum volatility cap applied continuously to the US 
stock- market over the last 90 years would have performed 
similarly to the uncapped equity market over the entire 
period. Moreover, it would have reduced losses in 12 of 
the 13 ‘crash years’ (calendar years where the market fell 
by more than 10%) that occurred during that time, and the 
benefit achieved would have been significant in seven of 
those cases (see Figure 2). 

Figure 1: Volatility often presages problems
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Source: Bloomberg and Schroders. As of December 2013. Indices used are the S&P 500 [Div Adjusted] (1928–1988), S&P 500 Total Return (1988–2012). Volatility on any day is 
measured as the annualised standard deviation of daily returns in the previous 30 days using closing prices and de-risking, if required, is assumed to occur at the close on the 
same day.
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But rising markets are not always stable. Bear market 
rallies like 2009 (Figure 3c) can exhibit high volatility, 
leading to underperformance as the volatility cap forces 
de-risking despite the rising market – analogous to ‘riding 
the brake’ while keeping a foot on the car’s accelerator. 
Although this is not an ideal short-term outcome, it should 
not give rise to serious concern: over the whole two 
years from 2008 to 2009, the volatility-managed strategy 
outperformed the market, saving significantly more in the 
crash than it gave back on the rebound.

Furthermore, bear markets are not always volatile.  
On occasion a significant market loss can build up steadily 
over a lengthy period, as when the Internet bubble deflated 
between June 2000 and December 2002 (Figure 3d). In such 
a scenario the basic volatility cap remains inactive and does 
nothing to mitigate a substantial loss.

While history would suggest that this last scenario is a 
rare occurrence, the magnitude of the potential loss is 
still unacceptable to many investors who have limited 
risk tolerance. Could we adapt the basic volatility cap 
mechanism so that it will always limit losses to a specified 
maximum level, even when the loss develops gradually,  
as in the early noughties?

The variable volatility cap – setting a limit on losses
As its name suggests, a variable volatility cap works by 
automatically reducing the level of the volatility cap as 
markets fall and portfolio losses develop. This makes the 
mechanism much more sensitive to volatility, and also 
increases the amount of de-risking applied, rather like a 
driver braking harder as she approaches a sharp bend 
in the road. When the market finally recovers and share 
prices begin to rise again, the level of the volatility cap 
will automatically rise with them, allowing the portfolio to 
participate in the market rally. Or, to extend our previous 
analogy, having negotiated the bend, the driver can now 
move her foot back to the accelerator.

Figure 4 compares the range of outcomes from a simple 
volatility cap strategy with that from a variable volatility 
cap strategy that aims to avoid losses of more than 15% 
over a rolling 12-month period. The starting point for 
both is a volatility cap of 15% per annum and in both the 
range of outcomes is narrower than the index. However, 
with the variable volatility cap, the negative outcomes 
have been effectively concentrated into a narrow range of 
zero to –15%, even though the average annual returns of 
the two strategies remain similar over the entire 84-year 
measurement period.

We can now revisit Figure 3, where the variable volatility 
cap is plotted as the dark blue line in each scenario.  
Charts 3a and 3d confirm the ability of the variable cap to 
achieve its –15% maximum loss target, even in a stable 
bear market scenario like 2000–2002. Stronger downside 
protection will always come at a higher cost, however, as 
the two middle charts attest. Even so, our analysis indicates 
that, over time, this method should be considerably more 
cost efficient than other downside risk management 
strategies, e.g. purchasing index put options. 

Figure 2: Analysis of major corrections in the US equity 
market since 1928

Years with 
returns less 
than -10% Index return

15% volatility  
capped return Difference

1930 -27% -16% +11%

1931 -46% -20% +26%

1932 -13% -2% +11%

1937 -37% -22% +15%

1940 -13% -9% +4%

1941 -16% -15% +1%

1957 -12% -11% +1%

1966 -11% -12% -1%

1973 -15% -14% +1%

1974 -28% -21% +7%

2001 -12% -11% +1%

2002 -22% -16% +6%

2008 -37% -19% +18%

Source: Bloomberg and Schroders. As of 31 December 2013. Indices used are the S&P 
500 [Div Adjusted] (1928–1988), S&P 500 Total Return (1988–2013).

As we noted earlier, short-term volatility can alert us 
quickly to the fact that a market correction is underway. 
The volatility cap responds automatically to this warning, 
de-risking the portfolio so that it is better positioned to 
withstand the blow. Then, after the market finally finds the 
bottom and volatility subsides, the portfolio can gradually 
re-risk and participate in the recovery.

Alas, no braking system is perfect 
Unfortunately, all risk management techniques have 
unwanted side-effects, and the basic volatility cap is no 
different. Consider the market scenarios illustrated in 
Figure 3. (Ignore the dark blue lines for now, we will return 
to those in the next section.)

Big market corrections such as the one we experienced 
in 2008 (Figure 3a) are typically violent. Our volatility cap 
was quickly activated and proved its worth by halving a 
potential loss of 40%. Furthermore, sustained bull markets 
are usually well behaved in volatility terms. Between 2003 
and 2007 for example (Figure 3b), the 15% volatility cap was 
rarely triggered, so the capped portfolio remained almost 
fully invested throughout and hence delivered a very 
similar return to the market.1 
1  You may be thinking as you read this paragraph: ‘If volatility is typically subdued 

during rising markets, why don’t I boost my return by increasing market exposure 
when portfolio volatility is lower than 15%, as well as decreasing exposure when 
the volatility goes above 15%?’ In other words, 15% becomes a ‘volatility target’ 
rather than merely a ‘volatility cap’. There is a certain appeal in the symmetry of 
the volatility target mechanism, but we would urge caution for a couple of reasons. 
Firstly, it requires continuous adjustment of the hedging position to bring it back to 
the target level, which will gradually rack up substantial transaction costs. Secondly, 
it requires the portfolio to be leveraged when its volatility falls below the target. 
Although this should not give rise to serious concern (since you only gear up when 
risk levels are low), many investment guidelines prohibit any form of leverage. For 
those few who are not subject to this constraint, a ‘volatility collar’ may be worth 
considering. Here the volatility is not just capped at 15%, but also ‘floored’ at 9%, 
let’s say. When volatility exceeds 15% we de-risk back to that level; when it falls 
below the 9% floor we re-risk back up 9%; and when volatility lies between 9% 
and 15% no action is taken with the portfolio, thus saving on transaction costs. 
Historical analysis would suggest that a volatility collar may achieve better risk-
adjusted returns over time than a simple volatility cap.
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Figure 3: How well does the cap fit in different conditions?
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Source: Bloomberg and Schroders. As of 31 December 2013. S&P 500 Index. Above results are a back-test. Performance is net of transaction costs and gross of fees. Owing to the 
unpredictability of the behaviour of markets, there can be no guarantee that the volatility management strategy will meet its objectives.
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Figure 4: The variable volatility cap vs the simple 
volatility cap
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Source: Bloomberg. Federal Reserve Bank of St. Louis and Schroders. As of 31 
December 2013. For illustration only. The above results are based on a back test. The 
strategies trade once daily at the close of business. Indices used are the S&P 500 
[Div Adjusted] (1928–1988), S&P 500 Total Return (1988–2012). Observations are for 
12-month returns measured on a daily basis. These charts show the returns of the 
strategies applied to the S&P index. An observation of –10% indicates the return was 
between –10% and –19%.

Practical implementation 
Earlier, we implied that activating the volatility cap would 
require shares to be sold for cash. In practice, however, it 
is usually much more efficient to use equity index futures, 
which minimise transaction costs. Index futures are 
exchange-traded instruments and, provided their use is 
confined to the most liquid contracts (for example the S&P 
500, EURO STOXX 50 or Topix indices), the transaction costs 
resulting from implementation of the volatility cap should 
be negligible over time.

So, for example, in the case of the US equity portfolio in 
Figures 1–3, instead of selling 5% of the equities for cash 
as a result of an increase in volatility above the cap, we 
can achieve the same economic effect by selling S&P 500 
Index futures with a notional exposure equal to 5% of the 
value of the portfolio. Of course, it is a requirement of 
transacting futures on an exchange that the investor posts 
cash margin. Therefore it is advisable before embarking 
on a volatility control programme to first liquidate a 
small percentage of the equity portfolio for cash, so that 
additional margin can always be accessed readily when 

volatility spikes suddenly (as it is wont to do). To ensure 
that the cash reserve doesn’t act as a drag on overall 
performance, it should be covered with a long equity  
future when the cap is de-activated.

It should be emphasised that the procedure described 
above – where index futures are used to adjust market 
exposures instead of selling and repurchasing physical 
stocks – is well understood and already widely applied by 
traditional equity portfolio managers. (The only difference 
in this case is that the size of each trade is determined 
by a systematic rule, rather than the decision of a fund 
manager.) It should never result in the portfolio becoming 
either leveraged or net short at an overall level. No over-
the-counter derivatives are employed and so there is no 
counterparty default risk. We use only liquid, exchange-
traded futures, and only for hedging purposes. Therefore 
volatility control satisfies the usual definition of ‘efficient 
portfolio management’ and should be permissible under 
even the most restrictive client investment guidelines.

So much for US equities – what about my portfolio?
Thus far we have described volatility control only in the 
context of a US equity portfolio. What about other equity 
markets, or indeed other asset classes?

Each equity market has its own natural level of volatility: 
higher for an emerging market than for a developed 
market, for example. Provided that the cap level is set 
correctly in relation to the ‘natural’ level of volatility of the 
chosen market, our analysis suggests that volatility control 
should be effective across a wide range of equity markets. 
There may be an exception out there somewhere, but we 
haven’t found it yet.

For an international equity portfolio, we must create a 
composite of different equity index futures in order to 
hedge the market exposure. Statistical methods are used 
to minimise the basis risk – the possibility that the basket 
of futures fails to mimic perfectly the underlying portfolio 
and therefore fails to provide the expected hedging 
characteristics. Using such methods brings out yet another 
attractive feature of the volatility cap mechanism. Because 
it is designed to work at times of steeply falling prices – 
when correlations between different equity markets are 
often high – we find that we need look no further than the 
largest four or five equity indices to construct an effective 
hedge basket for the majority of portfolios. This should still 
be the case even for a concentrated stock portfolio, or one 
with a style or size bias. 

In fact we would contend that the volatility cap can be 
usefully applied to any portfolio where the majority of  
the risk can be explained by equity markets. Consider,  
for example, a traditional 60:40 balanced portfolio of 
equities and bonds: although equities constitute only 
60% of the capital value, they will be responsible for 80% 
or more of its total risk. Figure 5 shows how a variable 
volatility cap could effectively control downside risk in such 
a portfolio. Note in particular how the portfolio remains 
fully invested for long periods of time (the shaded area in 
the chart). This is the secret of the volatility cap’s success: 
like an experienced car driver, it steps on the brake only 
when necessary – and then decisively!
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Figure 5: Performance of a balanced 60:40 portfolio, 2000–2012
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Source: Schroders. As of 31 December 2013. Model portfolio: 60% MSCI ACWI, 40% Bar Cap US Investment Grade Index, rebalanced monthly. Left axis measures portfolio  
NAV (rebased to 100% at inception) or target protection as % of portfolio NAV. Right axis measures net market exposure of portfolio as % of portfolio NAV, including volatility  
cap overlay.

In more diversified, multi-asset portfolios, the futures 
hedging basket should pick up not only the explicit equity 
exposures, but also the equity ‘beta’ hidden in certain other 
asset classes, such as higher yielding corporate bonds and 
certain commodities or alternative assets. Furthermore, for 
a portfolio that is actively rebalanced, it is straightforward 
to rebalance the hedging basket in tandem. 

The overlay approach 
So how might an investor with cash to invest construct the 
optimal investment solution to deliver equity-like returns 
over the medium term, while limiting short-term losses? 
We would suggest the following:

1 First build a core portfolio of well-diversified global 
stocks to act as the engine of returns.

2 Supplement this core with a variety of other growth 
assets and employ an active asset allocator to improve 
the overall risk-adjusted return.

3 Finally, apply a systematic volatility cap for those times of 
market stress when active management alone cannot be 
relied upon to prevent significant loss. 

In reality, of course, many investors are not starting with a 
blank canvas. Completely transforming an existing portfolio 
into the optimal solution described above cannot usually be 
justified, given the effort and cost involved. 

Fortunately, it is possible to enjoy the benefits of volatility 
control without disrupting an existing portfolio. All this 
involves is the appointment of a ‘volatility overlay manager’ 
who will manage an overlay account comprising index 
futures and sufficient cash to provide margin. The overlay 
manager only needs to know the asset allocation of the 
physical portfolio, the market benchmark used for each 
of its component strategies and its daily total net asset 
value. In this way it is possible for an investor to retain 
any existing active managers, but also gain peace of mind 
knowing that their overlay manager will provide protection 
from what might be severe losses in the markets where 
they operate.

The overlay can be applied to the entire portfolio, or only to 
that part of it where the underlying market gives particular 
cause for concern. Either way, by separating the underlying 
management from the risk overlay, an investor is better 
able to understand from quarter to quarter how each is 
contributing to the performance of the overall portfolio.
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Conclusion
The systematic volatility control techniques we have discussed have a number of important benefits for 
institutional investors, particularly those who are conscious that the current bull market for equities is now 
entering its sixth year:
 – They should provide comfort that the risk of large losses is being carefully controlled, whilst minimising the 

drag on expected returns. 
 – They should be much cheaper than alternative downside risk protection strategies, such as put options. 
 – The tools used tend to be highly liquid and cheap to transact, which also means that the techniques are flexible. 
 – They can be deployed in conjunction with passive strategies or to complement a more active approach. 
 – They can be implemented as an overlay.
 – They are applicable to a wide variety of portfolio types.
 – They should satisfy even the most conservative of investment guidelines.

The next three years could be a bumpy ride, so prudent investors might be justified in concluding that now is an 
opportune moment to equip their portfolio vehicles with the sort of braking system that only volatility control 
techniques can provide. 


