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Introduction

Although, to the wider world, January 2018 did not signify 
anything extraordinary, it did mark a new era for costs and 
charges transparency in the investment fund market. The 
two pieces of European regulation that came into force at the 
time – the Markets in Financial Instruments Directive II (MiFID 
II) and the Packaged Retail and Insurance-based Investment 
Products (PRIIPs) – have been a game changer in the way the 
cost of investing in a fund is communicated to investors. For 
the first time, people were able to see not only the ongoing cost 
associated with being invested in a fund but also how much the 
transactions carried out by portfolio managers were costing 
them in total. In parallel, new rules came into force in the UK 
requiring the reporting of transaction costs for workplace 
defined contribution (DC) pensions.

There is a certain mystique about transaction costs. Some 
of it has to do with long-standing suspicions that they are 
hidden. Some of it is because a part of transaction costs is so 
intangible that it borders on theoretical. At the time when the 
new disclosures came into play, many attempted to explain 
what the numbers meant and how they should be interpreted. 
But the transaction cost mystique is persistent. Despite 
everyone’s best efforts, almost three years into MiFID II, we 
observe three common pitfalls among users of the disclosed 
transaction cost figures:

 – Comparing the transaction cost figures of different 
funds in isolation, that is, without accounting for any 
other fund characteristic, market conditions or investors 
buying into or selling out of a fund.

 – Considering that higher transaction costs mean a more 
expensive fund.

 – Expecting that lowering transaction costs will result in 
higher returns.

The purpose of this ”manual” is to explain exactly why all 
three assumptions are wrong. To do this, we need to go back 
to basics, to cover the technical aspects behind transaction 
costs and explain the many intricacies around how they are 
connected to fund types and returns. We do this in four parts. 

The first part of the manual starts with what transaction costs 
are, explains why some are intangible and discusses how they 
relate to another technical term: “best execution”. 

The second part covers the critical question of how one can 
measure transaction costs and outlines the challenges with 
estimating the overall cost of trading. 

The third part explores how transaction costs are connected to 
returns and why their relationship is not linear. 

The fourth and final part of this manual brings everything 
together to answer the most important question: how to use 
and not use reported transaction cost figures.

Where relevant in this four-part manual, there is empirical 
analysis which is based on MiFID II transaction cost figures. 
The PRIIPs disclosure regime remains so fraught with issues 
– which, almost three years since its introduction, remain 
unresolved – that it is not covered here. As an indication of 
how complicated this is, suffice it to say that cost disclosure in 
PRIIPs is not consistent with that in MiFID II, so that investors 
see different numbers for what should be the answer to the 
same question: how much did I pay? The debate around this 
is currently ongoing. Despite this, how transaction costs are 
estimated and presented to investors does not alter what these 
figures mean and how they can be used.

If there is one thing people should take away from 
this manual, it is that this is a complicated matter, but 
understanding it is necessary in order to use transaction 
cost figures in a meaningful way. It is not meaningful to 
look at them out of context or to compare transaction cost 
figures in isolation, as no two trades are the same. And, 
even if there is no one reliably exact way to estimate total 
transaction costs, these costs are fully reflected in the 
returns that investors receive.

In this paper we (attempt to) tackle the complicated issue of 
transaction costs. We outline what one needs to know about 
reported transaction costs and explain how to avoid common 
pitfalls when using them. 

To cut what is a very long story short: 

 – transaction costs are a necessary part of investing;
 – estimating them is complex; 
 – no two trades are the same so transaction cost figures should 

not be compared in isolation; 
 – and, finally, higher transaction costs do not mean a more 

expensive fund or lower returns. 
At the end of the day, all transaction costs, measurable or not, are 
embedded in the returns investors get.
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Part 1: What are transaction 
costs and how do they relate to 
best execution?
Anyone who wants to make an investment – be it a do-it-
yourself investor or a fund manager – has to make transactions, 
that is, buy and/or sell securities. This is how one can get an 
investment return but transacting is not frictionless and 
creates cost. 

Transaction costs arise for different reasons. Some reflect 
an actual payment to someone to complete the transaction 
(“explicit”) and some reflect the theoretical value that is lost to 
the market during the process of buying and selling (“implicit”). 
We cover both but we spend more time talking about the latter 
because they are harder to understand, harder to estimate, and 
the actual number means something that cannot be exactly 
termed a “cost” in the strictest sense. 

Explicit transaction costs 
Explicit transaction costs refer to a very specific sum that 
is paid to known parties in order to carry out a transaction. 
This means that these costs are obvious when they occur and 
directly reflect an outflow from the fund’s assets. There are two 
such types of payments: commission and tax. 

In the pre-MiFID II world, these costs were disclosed in funds’ 
annual long reports as they are something that the fund pays 
and hence need to be reported in fund accounting. They 
were not disclosed in pre-sale documents, that is, documents 
that people see before investing in a fund, unless they were 
considered ‘excessive’.

Figure 1: Commission as % of value traded for listed equities across different markets 

Source: Virtu Financial. Information as of 2019.
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Commission 
Commission is the payment to the third party who executes 
the transaction such as a broker. More often than not, the 
commission will include other fees such as an exchange fee, 
which is the price one has to pay for buying or selling a security 
in a specific venue. 

The reason why this payment is needed is because an 
administration component is involved in every transaction 
(such as clearing and settlement) and the third party provides 
the intermediary service between those who are transacting 
and takes care of the administration part for them. 

The amount spent on commission will vary depending on the 
security traded, the region in which it is traded and (sometimes)
the amount that is traded (Figure 1). Generally, it costs more 
to trade in less liquid and more volatile markets so, broadly 
speaking, commission is higher in less developed capital 
markets and when trading securities of smaller companies. 
Moreover, it costs less to trade using electronic systems, where 
matching buy and sell orders happens much more efficiently 
and faster.

Tax
This is the payment to the local revenue or tax authority and it is 
literally a tax on transacting. For example, there is a Stamp Duty 
Reserve Tax of 0.5% when one buys shares of a UK company. 
Such taxes are not necessarily symmetrical. For example, there is 
no stamp duty when selling shares of UK companies1.

The tax component is fixed and cannot be avoided if one wants 
to trade in a security that is subject to a transaction tax. Each 
country sets its own regime and there are differences as to 
when the transaction taxes apply and how high the tax rates 
are (Figure 2). This depends on the type of securities traded, 
what type of venue the trade takes place in, whether the 
trading is for a security created for the first time (primary trade) 
or one that is already issued and changes hands (secondary 
trade), etc. 

1  There is, however, a capital gains tax, which applies when selling any security 
in the UK (including shares) and which is calculated based on the profit one has 
made from owning that security.
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Implicit transaction costs
Implicit transaction costs do not reflect money that is paid 
out in order to complete a transaction. In a way, referring to 
them as a “cost” is potentially misleading, as a cost is normally 
associated with money changing hands, and this is not the case 
with implicit transaction costs. Rather, they reflect the value 
that is lost in the market infrastructure and are perhaps 
better characterised as friction. The general consensus is 
that there are three types of implicit cost, that is, three ways in 
which value can be lost during a transaction: through the bid-
offer spread, because of market impact, and due to any delay in 
completing a transaction.

Spread
The (bid-offer) spread is the difference between the price one 
is willing to pay to buy a security (“bid”) and the price one is 
willing to receive for selling the same security (“offer”). It is also 
known as the “bid-ask” spread. 

One of the most commonplace examples where people 
encounter the spread is when buying foreign currency for 
holidays. Two prices are usually quoted – depending on 
whether you are buying foreign currency or exchanging that 
currency back with the broker/travel agent. The difference is 
the spread. Let’s assume you are a resident of an EU country 
using the euro (€) and, in a post-Coronavirus world, you want to 
go on holiday to the US. You want to get 100 US dollars ($) for 
your immediate expenses once you land there. The currency 
provider at the airport says that you have to pay €96.96. If 
you had just returned and wanted to revert to your domestic 
currency you would need to sell your $100. The same currency 
provider would offer you €83.88 for it. 

The question is, why does the intermediary (the travel agent in 
our example) charge a higher price than the one it offers for the 
same thing? That is because this intermediary provides a service 
which is liquidity: you have certainty that you will transact at that 
price and get your US dollars immediately. However, this activity 
entails risk for the intermediary. They need to have a certain 
amount of the security you want to buy or be in a position to 
receive more of the security you want to sell. 

Although this example is something that people may come 
across in everyday life, the size of this foreign exchange spread 
is not really representative of the spreads that a trader within 
a fund management firm normally faces. These are much 
smaller and depend on which venue one trades and whether 
this involves an intermediary. There are different types of 
intermediaries: brokers who match buyers and sellers and 
market-makers who put own capital at risk and take one of 
the two sides of a trade2. The compensation for this risk is the 
spread: they generate revenue by offering a higher price to 
those who want to buy a security and a lower price to those 
who want to sell the same security. 

In a world where there is only one trader and one market 
maker, the offer price will always be higher than the bid price. 
In the real world, where there are many market participants 
trading at the same time, traders start with their own bids 
and offers and then settle to a level that is acceptable to both 
sides of the transaction. For example, if a trader wants to buy a 
security as a matter of urgency, they have to be willing to pay a 
higher price to attract sellers. 

A trade may not necessarily happen with only one spread. It is 
possible that once a part of the trade is completed at a given 
spread price, one continues with the rest of the trade but faces 
a different spread as the price has moved in the meantime due 
to the activity of other participants in the market. 

The size or, more appropriately, the “width” of the spread 
varies depending on the security that is being traded. The 
larger the market capitalisation, and the more liquidity 
there is, the narrower the spread. It is easier to find someone 
who wants to sell/buy the equity of a large and well-known 
company than it is to find someone who wants to sell/buy the 
equity of a small, niche company. Risk is also important. The 
higher the volatility, that is, the riskier the security one wants 
to trade, the wider the spread. To complicate matters further, 
the timing of the transaction will play a role too. The spread 
on the equity of that small, niche company will be smaller if 
the transaction occurs during a period when the price of that 
stock is less volatile than usual.

Generally, there are ways to manage the spread. Largely, it 
depends on what a trader is willing to accept. For example, 
someone wanting to buy a security may set their bid price at 
a given (low) level and not move from that level until someone 
willing to sell at the same price appears. This is a risky strategy 
because some time may go by without anyone appearing who 
wants to sell at that (low) level and, during that time, the price 
of that security may have moved even further up. So the buyer 
may have to accept paying a much higher price than the one 
originally intended in order to complete the order or accept 
not completing the order at all (which is not always an option). 
There is a further possibility that a buyer and seller negate the 
spread by crossing trades, that is, they both accept to buy and 
sell at the mid-price (the price in the middle between the bid 
and offer price).

Managing the spread is one aspect of best execution (or 
rather one of the many aspects – more on this below). For the 
time being, suffice to say, that the spread is the most visible 
component of implicit transaction costs. 

2  It is more common to trade with a market maker in the fixed income market 
where it is harder to find a buyer and a seller willing to trade on the exact same 
bond issue (with the same terms, coupon etc.). compared, for example, to listed 
equity where issues of the same company are substitutable.

Figure 2: Examples of financial transaction taxes in Europe

Source: Tax Foundation. Information as of 2019.

Country Tax Rate

Belgium 0.12% – 1.32%

Finland 1.6% – 2.0%

France 0.01% – 0.3%

Ireland 1%

Italy 0.02% – 0.20%

Poland 1%

Switzerland 0.15% – 0.30%

United Kingdom 0.5% – 1.5%
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Market impact
Market impact is not as easy to measure as the spread. To 
understand what it is we need an example borrowed from 
economics. An order to buy a security means higher demand 
for that security. All else being equal, higher demand means a 
higher price. So, placing the order to buy signals higher demand 
and, by the time the order is completed, the price may have 
moved slightly upwards. It does not mean that money flowed 
out of the fund. It means that a small element of value was lost 
because one ends up buying at a slightly higher price than when 
the trade was initiated. Of course, this works the other way 
around when one sells something. The order to sell translates 
into higher supply, which then brings the price down, so slightly 
less money is received for the security than initially expected. 

Market impact is an indirect consequence of trading, or 
in other words, it is a by-product of trading. The size of the 
market impact will depend on the amount traded (the larger 
the amount, the higher the impact) and the liquidity (the 
more liquidity, the lower the impact). In short, if you place a 
large purchase order that eats up the available liquidity and 
distorts the supply-demand equilibrium, then you have to pay 
a higher price. Furthermore, it is easy to leak information by 
placing a large order – large not only in absolute terms but 
also in relation to the amount that is generally traded. This is 
easier to spot than a small order and sends a signal to other 
market participants that you have a reason for wanting to buy 
a security. Others may try to get ahead of you so that they 
increase demand and push the price further up before your 
trade is completed.

As with the spread, the market impact does not involve any 
payment. But, unlike the spread where there is the possibility 
of a market maker making money out of the aggregate bid 
and offer transactions, market impact does not have a specific 
beneficiary. It just reflects movement in the price of the 
security that is being traded as a result of the supply-demand 
imbalance that is created by your particular order to either buy 
or sell more of a security. 

Delay costs3

In an interesting twist, delay costs exist because of market 
impact. Larger orders create greater supply-demand imbalances 
which affect liquidity and translate into greater price movements 
in the “wrong” direction, as in our previous example of paying a 
higher price because of the strong demand signal that a large 
order to buy a security has sent to the market. One can manage 
this by splitting up the big trade into smaller ones, on the 
expectation that the combined impact of the small trades will be 
lower than that of the single large trade.

Although this can be an effective way to attempt to manage 
market impact, it creates an extra delay between the time the 
order is placed and the time the order is completed. During 
that time, other people are trading in the market and some 
could be trading in the security in question. Contrary to the 
market impact, where one knows which way the price will 
move, with this time delay in the system and everyone trading 
in both directions (buying or selling), one cannot tell which 
way the price will ultimately go by the time the “staggered” 
transaction is through. This is the delay cost, it reflects market 
risk and, importantly, it can be negative4. For example, if a 
large order to buy is staggered, it may be that by the time the 
last tranche of a transaction is completed, many orders came 
in to sell, actually dropping the price. This is a gain for the 
person with the large order as they end up paying a lower price 
than that initially expected. It may also be that the delay cost 
is “super-positive”5, i.e. very high, if market noise is created by 
many other orders to buy and the price that is ultimately paid 
is much higher than anticipated – even higher than the market 
impact that one was trying to avoid in the first place.

3  Some argue that there are also “opportunity costs”, which reflect the cost of 
failing to transact at all. Since this means that no transaction has taken place, it is 
hard to argue that opportunity costs are a type of transaction cost.

4  To confuse matters even more, in fund accounting as well as fund trading, 
costs are always expressed as a negative number. This is because they reflect a 
reduction in value. Therefore, a negative cost means a “negative reduction”, i.e., 
an increase in value. In the case of transaction costs, a negative number would 
imply that the fund is receiving money from trading but this is impossible.

5  In line with the previous footnote, a super-positive cost means a very high 
transaction cost. So the trader would see it as a high negative number,  
reflecting a large reduction in value.

Figure 3: An overview of transaction costs

Source: Schroders.

WhyComponentTransaction cost

– Administration of trade

– Raise tax revenue

– Provision of liquidity

– Information leakage and
   supply-demand imbalance

– To manage market impact

Measurable outflow
of money 

Estimated loss
of value 

Implicit

Explicit – Commission

– Tax

– Bid-offer spread

– Market impact

– Delay cost
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Since delay cost is a cost arising from market risk and reflects 
market noise while the transaction is being completed, it 
cannot be known in advance. The only action possible is to 
minimise the amount of time it takes between the decision 
to trade and the completion of the trade. Hence, there is an 
inherent trade-off between the speed and the impact of the 
trade, i.e. the delay cost and market impact, that is sometimes 
referred to as the “trader’s dilemma”. In trying to minimise the 
market impact, the large trade is split into smaller trades which 
increases the time to complete the trade overall and increases 
the market risk by widening the window for other trades to take 
place in the background and move the price in any direction. 

Where does “best execution” fit in?
As mentioned, transaction costs exist because buying and 
selling securities, in other words, trading, is not frictionless. 
Since this friction translates into lost value, we need to find a 
way to minimise the value that is lost. To do that we have to 
optimise the way we trade. This is what “best execution” is. In 
simple terms, it means executing a trade in the best possible 
way. Although the actual practice has been around in fund 
management for quite a while, the first harmonised rule on 
best execution across Europe was introduced by MiFID I, and 
then more concretely formalised with MiFID II, which required 
fund managers to evidence it and report it to clients6. 

The next question, naturally, is, what makes execution the 
“best”?7 The MiFID II regulation defines it as the “best possible 
result … taking into account price, costs, speed, likelihood of 
execution and settlement, size, nature or any other consideration 
relevant to the execution of the order”8. There is a very important 
point here. The cost of trading (transaction costs) is one factor 
that is used to assess best execution. After all, this is why this 
paper is aiming to explain the concept. But cost is not the 
only factor. Best execution is a manifold requirement that also 
considers how fast a trade is completed (remember the time 
delay to manage market impact?) as well as the likelihood that 
it is completed at all. There can be no best execution if there is 
no execution. 

Best execution is the realm of the trader. The portfolio 
manager makes the decision to trade but it is the trader who is 
responsible for executing each trade subject to any restrictions 
or conditions imposed by the client9. Trade execution may 
include the use of algorithms, which could be provided by a 
broker and which are designed to minimise cost, either in the 
form of market impact from a large order or the cost of filling 
many small orders. It may also include advance orders whereby 
a trade (or part of it) is executed only if specific conditions are 
met, such as the price having a set distance from a benchmark. 
All trading is carried out considering the instructions and the 
restrictions imposed by the portfolio manager (if any) and in 
accordance with the investment objective of the fund. After all, 
best execution is about achieving the best possible result for 
the client.

6  This requirement saw the proliferation of companies providing services to fund 
managers to facilitate transaction cost analysis (TCA).

7  For an analysis of how best execution is assessed, read: The Investment 
Association, Fixed income best execution: not just a number, November 2018. 
Although the purpose is to highlight challenges which are specific to fixed income 
in assessing best execution, the narrative of how trading works applies to all 
asset classes.

8  The formal definition in MiFID II can be found in Article 27(1) of Directive 2014/65/
EU

9  Things are somewhat more complicated in the few cases where trading is 
outsourced. There are potential conflicts of interest which must be managed. 
One example is when the outsourced broker serves multiple clients and some  
are prioritised.

In trying to achieve best execution, the trader will take into 
account many different (sometimes conflicting) factors 
at the same time, such as the price of the security that is 
being traded, the likely course of that price, the liquidity of 
the security, the size of the actual trade compared to the total 
volume that is traded, the orders that are being filled by other 
market participants, the urgency in completing the trade and all 
the possibilities to fill that order (through different brokers, at 
different venues, etc.). That is why best execution is not only 
about the actual outcome but all the possible outcomes. 

Part of this concerns the infrastructure that a trader has in 
place for executing trades. This involves the “nuts and bolts” of 
actual hardware and electronic systems. It also involves having 
access to different brokers, markets and venues in order to 
identify the best terms. Having access to everything and 
everyone (in a manner of speaking) is crucial for best execution 
as markets become increasingly fragmented and the same 
security can be traded in multiple venues at different volumes 
and with different market participants.

There is a strong element of governance in all this even if 
governance is not explicitly mentioned in the best execution 
regulation. This relates not only to specific policies but to a 
set structure and framework to ensure ongoing oversight of 
trading processes and outcomes. 

Managing both explicit and implicit transaction costs is part 
of best execution. A high transaction cost for a trade means 
that more value is lost to the market while trading and the 
trader has an incentive to minimise this. At the same time, it is 
equally important that the trade goes through and that it is not 
abandoned because of high transaction costs or because time to 
complete the trade is running out. The transaction cost itself says 
very little about what return will be achieved later. Sometimes, 
it is worth incurring a high transaction cost to ensure that 
a trade is completed that results in either owning a security 
that increases significantly in value or selling a security that 
is about to lose its value completely. The urgency of the trade, 
which is a function of both market liquidity and expected price 
movement, is as important as its price. That is why “managing” 
is a more appropriate term than “minimising” when it comes 
to transaction costs and best execution. 

Managing explicit transaction costs
As tax and stamp duties are already set by each government, 
it is only the commission within explicit transaction costs that 
can be managed. This means looking at what commission 
different brokers charge for taking over the administrative 
aspects of the trade. Cheapest is not necessarily the best 
in this case. Best execution is also about the “likelihood of 
execution and settlement” so the trader needs to be sufficiently 
confident that a broker has the necessary tools to complete and 
settle the trade.

In some cases and for some asset classes, economies of scale 
are possible and the commission charged as a percentage of 
the amount that is being traded could be lower the larger the 
trade is.

Managing implicit transaction costs
As we have already discussed, the market impact of a large 
trade can be managed by splitting it into smaller ones. This 
then creates delays during which information can leak to 
other participants whose trades can move the price in an 
unfavourable direction. Or other trade orders may come in that 
are not related to leaked information and move the price in a 
favourable or unfavourable direction.
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An efficient trade is one that is completed as fast as possible, 
has minimal market impact, while at the same time achieving 
low delay costs and not leaking information to the market. 

This is not something for which a specific formula exists. It is 
a judgement call for the trader, who needs to keep an eye 
on market liquidity, on how many people are out there who 
would be willing to trade, whether there are too many wishing 
to make the same trade, thus making it harder to find someone 
to take the other side of the trade, and so on. How effective the 
trader is in managing all this, will show in their ability to execute 
trades, to do so in a timely manner and at a good price, without 
incurring excessively high transaction costs in the process. 

There are tools to assess this, that come under the umbrella 
of “transaction cost analysis”. It is beyond the scope of this 
paper to go into the details of this analysis. Suffice it to say that 
some of the tools that experts use for assessing best execution 
have (for better or for worse) been transposed into the 
measurement of transaction costs that are then disclosed to 
retail clients without further explanation. More on this follows 
in Part 2.

The key takeaways
 – There can be no investment returns if there are 

no transactions and no transaction costs. 

 – There are some transaction costs that are a real 
cost to a fund and some transaction costs that 
reflect theoretical value that was lost due to 
friction in the market.

 – Persistently high transaction costs across many 
trades may be indicative of poor trade execution. 
However, a high transaction cost figure in itself 
does not mean that a fund has failed the best 
execution test.

 – Best execution is about getting the best possible 
result for the client; not getting the lowest 
possible transaction cost figure. 

 – The best possible result is an amalgamation of 
multiple factors including price, liquidity, urgency, 
market access, technology the likelihood of 
completion of the trade and governance. 

8



Part 2: How to measure 
transaction costs
Measuring transaction costs at a portfolio or fund level 
probably merits a book rather than a short paper (the same 
thing could be said about best execution). For the purposes 
of this “manual”, we are going to prioritise simplicity over 
comprehensiveness and focus on common practices and 
regulatory requirements. 

The estimation conundrum
The challenge in calculating total transaction costs is how 
to capture the total value that is lost due to friction when 
transacting. Since the explicit component is directly observable 
and quantifiable, the difficulty actually lies in how to estimate 
the implicit component. It is more appropriate to refer to 
“estimating” rather than “measuring” because, as Part 1 
discusses, implicit costs do not reflect money that is actually paid 
to someone. Instead, they are a somewhat theoretical concept of 
value that is lost to either the market-maker or the market. For 
the former, one can observe bid-offer spreads but, for the latter, 
it is almost a matter of making an educated guess. 

So how can we arrive at one figure that is meaningful? 
Unsurprisingly, there are several methods to calculate this and 
opinions differ as to which one is the best.

Implementation shortfall
One way to estimate the total amount of friction is to compare 
the net returns of a real portfolio, which transacts and incurs 
costs, with the returns of a theoretical portfolio (a benchmark), 
which is frictionless and where all the trades take place at the 
price which prevailed when the portfolio manager made the 
decision to trade. The difference is commonly referred to as a 
“shortfall” and will give a good idea of the value that has been 
lost due to transaction costs. 

The obvious advantage of this approach is its simplicity. 
The drawback is that it does not give any indication of where 
the transaction costs actually occurred, for example, was 
the broker’s commission too high or did the trades have a 
large market impact? There can be no cost attribution and 
measurement of the individual components is still required if 
one wants to understand where these costs occur and manage 
them appropriately. 

Half-spread
Another way is to add explicit transaction costs to an estimate 
of the implicit transaction costs, which is based on the bid-
offer spread. 

The key thing about the spread is that, contrary to market 
impact, it actually translates into a cost if one does a “roundtrip 
transaction”, which is to buy and sell the same security 
simultaneously. If we revisit the foreign currency example in 
Part 1, it will cost you €96.96 to buy $100 and if you decide to 
exchange it immediately back to €, you will sell your $100 and 
get €83.88. This roundtrip transaction has cost you €13.08 
(€96.96-€83.88). 

Now, roundtrip transactions do not happen in reality. Traders 
go in to either buy or sell – not to do both at the same time. 
Therefore, each transaction corresponds to “half” a roundtrip. 
That is why the cost of the spread is calculated as the “half-
spread” for each transaction. 

The advantage of the spread approach is that spreads are easier 
to observe and are not influenced by other market movements. 
The disadvantage of this approach is that it does not capture the 
market impact (although this is mitigated to the extent that the 
half-spread is updated frequently to reflect observable spreads 
in the relevant market) and the cost of delay.

Slippage
Yet another way to estimate the total friction is to add the 
observable explicit transaction costs to an estimate of implicit 
transaction costs based on “slippage”. Slippage is the 
difference between a benchmark price and the price at which 
the trade is actually completed or, in trade-speak, executed 
(the “execution” price). Transaction cost analysis uses several 
benchmarks and each benchmark has its pros and cons. Some 
are known before the start of trading, such as the security’s 
price at the close of the previous trading day (“previous close”), 
or at the start of the trading day (“opening price”). Some are 
based on the price during the trading day such as the volume- 
or time-weighted average price of all trades executed over the 
day (“VWAP” and “TWAP” respectively). Slippage, as defined by 
the PRIIPs regulation and commonly used for the MiFID II and 
UK workplace DC pension disclosures (more on this in the next 
section), is the difference between the “arrival” price, which is 
the expected (mid) price of a trade when the order is first sent 
to the broker, and the execution price.

Sometimes, people use the implementation shortfall and 
slippage interchangeably. For the purposes of this paper, the 
shortfall includes: (a) the change in price from the moment the 
portfolio manager takes the decision to trade to the moment 
the order is sent to the broker; and (b) the change in price from 
the moment the broker gets the order to the moment when the 
trade is executed (slippage).

Effectively, slippage captures the market impact and delay 
cost component of implicit transaction costs. Therein lies both 
its strength and its weakness. The strength is that it can give 
an indication of the trading efficiency. The lower the slippage, 
the more efficient the trade. The weakness is that it captures 
market noise and, therefore, reflects not only the impact of 
one’s own trade but also everyone else’s trade in the time it 
took for the order to be completed. As explained in Part 1, this 
can result in negative transaction costs (Figure 4) and inflated, 
“super-positive” transaction costs. 

Beyond the issue of having market noise in the slippage figure, 
this methodology has two further drawbacks. First, one cannot 
clearly identify the spread. This is a considerable limitation as 
the spread reflects the cost of the roundtrip trade. Second, its 
calculation requires continuous data. This is not a particular 
challenge when one trades securities that are liquid, are priced 
pretty much continuously and are traded on an exchange. It 
does become a challenge when the asset is not liquid, is not 
priced continuously and is traded over-the-counter. Examples 
would be certain fixed income securities (that is, bonds) or real 
assets such as property. Specifically for bonds, the challenge is 
that only a small number are traded more frequently than once 
a week. Mostly, bonds are traded on a bilateral basis, driven 
by the issuer of the bond and using quoted prices that are 
indicative. The real price is set after negotiation and there is no 
form of continuous market data other than proxies created by 
commercial data providers.
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Where does this leave us? 
When it comes to measuring transaction costs and disclosing 
them to investors, we have a case of “the good, the bad, and 
the ugly”:

 – Measuring and reporting explicit transaction costs is the 
“good” because there is a specific price tag attached to them 
– they are a real expense paid by the fund. 

 – Measuring and reporting implicit transaction costs using the 
spread is the “bad” because it may give the false impression 
that the number reflects an actual payment even though it 
does not. But it is not “ugly” as it is a real cost of trading in 
that if an investor bought and sold the same security on the 
spot (using the same spread), they would make a loss. Still, 
it does not reflect market impact and it is hard to estimate 
an overall spread when orders are split and each part is 
executed with a different spread.

 – Measuring and reporting implicit transaction costs using 
slippage is the “ugly” because, not only can it give the false 
impression that money is flowing out of the fund, but it also 
involves market noise that has nothing to do with one’s own 
trading. It can be negative and super-positive and there is no 
clear beneficiary receiving this “cost”.

What does the regulation say?
This point is important because it is the regulated disclosures 
that investors actually see and from which the common pitfalls 
arise for users of the reported figures. 

The MiFID II regulation came into force at the same time as the 
PRIIPs regulation, in 2018. The distinction between MiFID II and 
PRIIPs is that the former regulates disclosures that investors 
receive from intermediaries, such as their advisor or platform, 
whereas the latter regulates disclosures that investors receive 
directly from the product manufacturer. Both were a step beyond 
the existing UCITS rules, in that they required the disclosure of 
transaction costs, which are not part of the UCITS framework. 
And they both add transaction costs to ongoing charges, such as 
the management fee, to produce one aggregate, “all-in” figure 
(this aggregation creates other problems - more on this in Part 4). 
This is, however, where the similarity stops. 

We will not go into a full list of the inconsistencies between the 
two regimes that include not only the estimation but also the 
presentation of costs. It is worth noting though that this is part 
of a wider review that the European Commission is going to 
carry out over the next few years. 

With respect to transaction costs, there is a difference in 
how implicit transaction costs should be estimated. PRIIPs 
prescribes the use of the slippage methodology, whereby 
the cost is estimated as the difference between arrival and 
execution price10. The rules recognise that arrival prices may 
not be available and allow the option of using the day’s opening 
price or the previous day’s close as the starting point. So, if the 
price at the time of the order cannot be accurately identified 
(because, for example, there is no continuous pricing), there 
may be a gap of several hours between the close or opening 
price and execution. This means (for the trading world) large 
delay costs and an increased chance of negative or super-
positive transaction costs.

A further limitation is that the arrival price is calculated as the 
mid-price between the bid and offer prices at the time that 
the order is sent to the broker. Since the execution will be at 
either the bid or ask price (unless the trades are crossed), the 
starting point for the regulatory disclosures is an unachievable 
reference price and can be misleading for securities where the 
bid-offer spread is significantly large. 

MiFID II says that the PRIIPs methodology may be used 
(i.e. slippage) but if a firm assesses that the costs involved with 
estimating transaction costs with slippage are disproportionate 
compared to their significance, it can use an alternative 
approach, namely that based on the half-spread11. Some firms 
have used this flexibility either across their entire range or 
across specific fund types. The implications for the MiFID 
transaction cost figures are:

10  As of early October 2020, the PRIIPs regime remains under consultation 
although a review may occur in the near future but this is by no means certain.

11  For those that are interested, ESMA guidance (page 84) on the MiFID II rules 
refers to the method provided in paragraphs 12 to 20 of Annex VI of the 
PRIIPs delegated regulation and where the cost of producing these figures is 
disproportionate compared to their significance, firms may use an alternative 
approach, such as the method provided for in paragraphs 21 to 23 of the Annex 
VI of the PRIIPs delegated regulation, to calculate transaction costs, as long 
as they identify the actual transaction costs associated with the transaction, 
and clearly disclose to clients the basis on which transaction costs have been 
calculated. This guidance, however, seems to not be fully aligned with the actual 
MiFID II regulation (Article 24, paragraph 4) which excludes costs “caused by 
the occurrence of underlying market risk“, which is what we refer to as “market 
noise” in this paper.

Figure 4: The incidence of negative transaction costs with the slippage methodology

Source: Schroders. Note: for illustrative purposes only.
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 – There will be differences across funds operated by different 
managers as some use slippage to estimate the implicit cost 
component while others use the spread approach leading to 
a potential advantage for funds that look cheaper in terms 
of cost disclosures (particularly where slippage results in a 
negative implicit transaction cost).

 – Even where the slippage methodology is used, there will 
be differences between instances when the arrival price 
can be identified and when the arrival price needs to be 
approximated by the trading day’s opening price or the 
previous day’s closing price.

 – When the implicit transaction cost estimation is based 
on slippage, it includes market noise. So it captures the 
market impact of not only one’s own transaction but that 
of everyone else’s in the time it takes for an order to be 
executed. The most obvious manifestation of this is a 
negative transaction cost which can be misleading as it 
implies that the manager has made money for the fund from 
the transaction, which is not the case as it is impossible. 
A less obvious manifestation is when the market noise 
exacerbates the market movement (with markets rising 
significantly when buying and falling significantly when 
selling) and a fund reports super-positive, i.e. unrealistically 
high, transaction cost figures.

 – Since transaction costs are shown as one figure that 
includes both the explicit and implicit transaction costs, it 
is impossible to assess and attribute how much money the 
transactions have cost the fund versus how much value has 
been lost to the market. 

 – The aggregate transaction cost number makes it impossible 
to know whether market noise has gone into the cost, and if 
so, by how much. For example, a positive (total) transaction 
cost number may mean that there was a negative implicit 
cost figure but it was not negative enough to cover the 
explicit cost component which is always positive. Or it may 
mean that market noise has superficially inflated the implicit 
figure which, when added to the explicit figure, results in a 
super-positive number.

The question then is, why use slippage? 

There has been significant criticism of the slippage 
methodology on the grounds that it is a misleading measure 
which contains market noise. This is correct. There has been 
an expectation that, with a large number of trades, this noise 
would cancel itself out and slippage would produce one 
meaningful (positive) number. This may work in theory. In 
some cases, it may even work in practice, but not for securities 
that are traded and priced infrequently. There is a recognition 
of this situation12 even in best execution analysis where it is 
known that the slippage methodology results in rather arbitrary 
numbers where there is sporadic pricing information. 

Slippage is used extensively for the transaction cost analysis 
that feeds into the assessment of best execution. Capturing 
the time lapsed between an order starting and when it is 
completed, measuring by how much the price has moved in 
the meantime and comparing this to a benchmark price is 
at the heart of it. Slippage can show a trader how efficiently 
they have managed market impact and delay cost. That is the 
issue: slippage is about measuring the efficiency of a trade 
carried out to maximise return. It is not about expressing 
the cost of investing. 

Even within best execution, there are many benchmarks to 
measure slippage and slippage itself is only one measure 
feeding into a broader transaction costs analysis which in turn 
feeds into a more comprehensive best execution framework. 

12  The Investment Association, Fixed income best execution: not just a number, 
November 2018.

But, what works as part of a broader toolkit to assess best 
execution, does not work for cost disclosure – assuming, of 
course, that the purpose of cost disclosure is to communicate 
to people effectively and meaningfully the costs involved with 
being invested in a fund. 

Another indicative example of the well-intentioned but 
misguided transposition of this tool from best execution to 
investor disclosure is how this figure is actually expressed. 
In best execution terms, cost is expressed in relation to the 
amount that is being traded. It is no coincidence that the 
commission figures shown in Part 1 measure commission as a 
percentage of the value traded; the statistics are sourced from 
a publication targeted at traders. In investor disclosure, cost is 
expressed in relation to the fund’s assets, that is, the amount 
that is invested. And therein lies another potential pitfall. What 
may appear as a high number in relation to the fund’s 
assets, may actually have been a bargain considering the 
overall amount that was being traded. 

Moreover, expressing transaction costs as a percentage of 
the fund’s assets means that any change in the value of the 
fund’s assets will impact the resulting figure even if that change 
has nothing to do with the trade. An extreme example of 
this would be a buy and hold strategy during which there is 
a severe market downturn and the value of the fund’s assets 
declines rapidly. So the reported transaction cost figure 
would be inflated by the lower denominator (decreasing fund 
assets). This serves to show that the additional requirement in 
MiFID II to express costs in monetary terms and not only as a 
percentage is quite helpful.

If the intention behind the requirement to report transaction 
costs as a percentage of the fund’s assets was that people can 
add it to ongoing charges13 and use the total figure to go from 
gross to net returns, then this was at the very least misguided. 
The reason is that ongoing charges and transaction costs have 
a fundamentally different connection to returns and there can 
be no such thing as return gross of transaction costs. More 
on this point follows in Part 3. 

There is also a broader point where regulation favours one 
methodology for estimating transaction costs whilst the 
discussion on best execution has demonstrated that there can 
be multiple factors that determine how well a trade is executed. 
The MiFID II flexibility is problematic when it is not clear 
whether a reported figure is based on slippage or spread. But 
regulation imposing one single way to assess trading costs 
can be even more problematic if it risks driving trading 
behaviour towards that which suits the prescribed benchmark. 
An example would be a trader avoiding incurring a high 
slippage cost for selling a large amount of a security so that 
the overall reported figure does not look too large even if there 
is reason to expect an imminent fall in the value of that security.

The MiFID II transaction cost figures 
So what do the actual transaction cost figures look like? It 
depends on whether one looks at ex ante or ex post transaction 
cost figures, which is another factor adding to the general 
confusion. The PRIIPs regulation requires the disclosure of 
transaction costs in a document that people see before they 
invest in a product. Because it is pre-sale, the figure therein 
is “ex ante” and it is calculated as the average transaction 
cost over the last three years. This is obviously a number that 
reflects the past and does not mean that if someone invests 
in a fund will experience this figure as different transactions 
under different market conditions will take place in the future. 
It is rather an indication of what people may expect. 

13  Ongoing charges are already expressed as a percentage of the fund’s assets as 
well as in monetary terms.
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The MiFID II regulation requires the calculation of an ex ante 
figure, again to give an indicative level of transaction costs that 
one might expect before investing. However, it also requires the 
ongoing disclosure of the “ex post” transaction cost figure which 
measures the transaction costs that have been incurred in a 
year (after one has invested in a portfolio or fund) and which is a 
more accurate reflection of what an investor has experienced. 

Our analysis throughout this paper is based on MiFID II ex 
post transaction cost figures. Looking across over 16,000 funds 
domiciled in European countries, about half the funds report 
transaction costs between 1 and 20 basis points (of fund assets) 
and about 10% of funds go beyond 50 basis points (Figure 5). 
More than 1 in 10 funds (11%) report “noisy” figures that 
are either negative, exactly 0%, or super positive (which we 
define here as anything above 2% of fund assets)14. These 
rather unusual and noisy figures (so-called because they can 
only plausibly result from market noise interfering in their 
estimation) are not restricted to just one asset class or one 
jurisdiction; they occur across the board (Figure 6). 

14  Analysis of 2018 figures results in a very similar proportion of funds with noisy 
transaction cost data (11.5%).

The occurrence of seemingly confusing transaction cost 
numbers in 1 out of 10 funds is not the only problem. The 
other problem is that the other figures in-between, that is, the 
ones that appear to be more “normal”, are not immune: they 
may contain some of this noise too only the noise is not loud 
enough to hear. And there is no way of knowing which ones 
really have the potential to include noise if it is not clear which 
ones use the slippage as opposed to the spread methodology.

Does this mean that the MiFID II transaction cost figures 
cannot be used? No. It does mean, however, that users need to 
be aware that these figures come with caveats: 

 – There is not one common methodology behind the calculation 
of these figures across the fund market so some will be based 
on slippage and some on the spread methodology.

 – Where they are based on slippage methodology they include 
market noise and do not reflect the spread.

 – Where they are based on the spread they do not reflect 
market impact.

Figure 5: Distribution of MiFID II transaction cost data in 2019
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(Source: Schroders based on Morningstar MiFID II transaction cost data of over 16,000 primary share classes of UCITS domiciled in Denmark, France, Germany, 
Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019. Transaction costs expressed as basis points – percentage of fund assets.

Figure 6: Incidence of “noisy” transaction cost data across fund asset class and domicile

Source: Schroders based on Morningstar MiFID II transaction cost data of over 16,000 primary share classes of UCITS domiciled in 
Denmark, France, Germany, Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019
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The additional complication: fund 
pricing and the “offset”
To add to the complexity of transaction cost reporting, there 
is one further aspect to cover relating to fund pricing and the 
effect of investors buying and selling fund units.

The price of the fund reflects the value of all its underlying 
holdings15 and it is affected by changes in the value of 
the holdings (due to market movements, etc.) as well as 
transactions either as a result of investment decisions or 
because people buy or sell fund units. 

When someone buys a unit of a fund, the fund manager needs 
to replicate this at the individual holding level, which means 
buying the corresponding value of each individual security 
that is included in the fund. If someone sells a unit of a fund, 
then the fund manager needs to replicate this by selling the 
corresponding value of each security in the fund (assuming 
there is no available cash). In either case, transactions need to 
be made at an individual security level from which transaction 
costs arise. These transaction costs are paid by the fund itself 
thus reducing its value. So those that still hold units of that 
fund will bear these costs. This is “dilution”; it reflects the lower 
value for all existing/remaining investors when someone buys 
or sells a fund unit. 

This may seem a bit unfair: why should I bear the cost of 
someone else’s decision to buy into or sell out of the fund? This 
is where fund pricing and the “offset” come in. 

As we have already seen, the price one pays to buy a security is 
higher than the price that one receives when the same security 
is sold (bid-offer spread). The same is with funds, so one way 
to deal with dilution is to offer one fund price for those who 
want to buy it, reflecting the bid price of all the underlying 
holdings, and a different fund price for those who want to sell 
it, reflecting the offer price of all the underlying holdings. Funds 
operating like this are call “dual-priced”. In this case, those 
buying and selling the fund bear the cost of their own spread 
(but not other transaction costs). 

The vast majority of funds, however, opt for one common price 
for those buying and selling, and are called “single-priced”. 
In this case, those buying and selling the fund do not bear 
their own spread and, when a large volume of fund inflows or 
outflows is registered, the manager can impose an “offset”. 
The offset (or sometimes called “anti-dilution”) can be done in 
two ways: via a levy or by swing pricing. 

Anti-dilution levy
The anti-dilution levy is effectively an additional charge for 
anyone buying or selling a fund unit. If one buys a fund, then 
the price paid will reflect the value of the fund plus an extra 
charge. If one sells a fund, then the price received will reflect 
the value of the fund minus an extra charge. 

15  This section focuses on open-ended funds. The pricing of ETFs and closed-ended 
funds works in a similar way to the pricing of listed equities.

In both cases, this charge is paid into the fund (not to the 
manager) and is supposed to cover the extra expenses the fund 
has incurred due to the additional transactions.

Swing pricing
This is a more indirect way to cover the dilution cost and it 
works via swing pricing, which literally means moving the 
fund’s value (price). This is relevant for single priced funds.

If there are more people buying units of the fund than selling, 
and the net inflows exceed a predetermined threshold, then 
swing pricing allows fund managers to move the fund value 
(price) upwards by a specific amount. Similarly, if there are 
more people selling units than buying, and the outflows exceed 
a set threshold, then swing pricing allows the fund manager to 
move the fund value downwards by a specific amount. 

The threshold is set by the fund manager, for example, if 
inflows or outflows exceed a specific proportion of fund assets. 
The amount by which the fund value will be adjusted (either 
upwards or downwards) is called the “swing factor” and is 
estimated on a regular basis by fund managers based on 
several factors such as the spread of the underlying holdings 
and commission paid historically (Figure 7). 

The outcome of swing pricing is effectively a negative 
transaction cost, expressed as a spread, that goes back into the 
fund’s assets and adds back the value that has been diluted.

The additional complication
Although both exist as a dilution offset, in terms of their 
nature, the dilution levy is an explicit cost as it measurable and 
stated on a contract note whereas swing pricing is an implicit 
cost as the quoted dealing price is the price at which one has 
transacted (and in the case of a single priced fund, there is only 
one quoted price).

Since the offset reflects the positive impact on the fund value 
when a levy or swing pricing is applied to protect this value 
from being diluted when there are large inflows or outflows, 
it is expressed in both cases as a negative transaction cost. 
Importantly, it is also expressed as a spread. This creates 
complications when considering how to reflect transaction 
costs at an aggregate level for a fund, particularly where 
regulation does not rely on the use of the spread to estimate 
implicit transaction costs but nevertheless requires the 
disclosure of one total transaction cost figure, which adds the 
offset to explicit and implicit transaction costs.

The offset can cover some or all transaction costs and, in some 
cases, can be larger than transaction costs altogether given 
the way it is calculated. So a low aggregate transaction cost 
figure may be the result not of fewer transactions or more 
efficient trading but rather of the dilution offset. Furthermore, 
negative transaction cost figures may also be the result of 
the dilution offset. In fact, there is regulation in the UK16 that 
puts an artificial floor of zero for the aggregate transaction 
costs where this happens but this only serves to confuse as it 
hides both the positive transaction costs and the benefit of the 
dilution offset.

16  This regulation relates to transaction cost disclosure for workplace defined 
contribution pensions – see FCA COBS 19.8 rules and particularly COBS 19.8.21-
23.
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Figure 7: An illustration of how swing pricing works

Source: Schroders.

Fund BID price

Mid-market price

Fund OFFER price

Reflects the “bid” price of all the underlying holdings

Is the middle between bid and offer price

Reflects the “offer” price of all the underlying holdings

Swing pricing adjusts the mid-market price upwards if there are large inflows. Effectively,
if too many people want to buy units, they have to pay a higher price. 
New fund price = old fund price + swing factor (so those who buy pay a higher price)

Swing pricing adjusts the mid-market price downwards if there are large outflows.
Effectively, if too many people want to sell units, they receive a lower price.
New fund price = old fund price - swing factor (so those who sell get a lower price) 

The key takeaways
 – There is no one correct way to estimate 

transaction costs. Each methodology has 
advantages and disadvantages.

 – Regulated disclosures have largely opted for the 
slippage methodology which, although useful 
for experts assessing trade efficiency, can be 
misleading when communicating the cost of 
investment to investors as it is questionable that 
investors have the necessary knowledge on best 
execution and how it works to understand what 
the figures really mean.

 – Regulatory guidance on the MiFID II rules 
requires the use of slippage but also permits the 
use of spread as an alternative under certain 
circumstances so that different approaches are 
used across firms and types of funds.

 – Users of MiFID II transaction cost data should 
be aware that they are not all estimated using 
the same method and some may also include a 
dilution offset.
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Part 3: The relationship 
between transaction costs  
and returns
Part 2 explored (and hopefully made clear) how challenging it 
is to estimate implicit transaction costs. The good news is that, 
even if we cannot come up with one perfect way to estimate 
transaction costs which we can apply across the spectrum, 
transaction costs are fully reflected in returns. So investors 
may look at the net return of their product and be assured that 
there are no extra costs. What they see is what they get. The 
reason for this lies in two aspects of the relationship between 
transaction costs and returns: pricing and timing.

Pricing
Implicit transaction costs are fully reflected in the price of 
the security that is traded and, by extension, in its return. In 
very simple terms, the return of a security is calculated as the 
percentage change in its price17. 

Return tomorrow=(Price tomorrow-Price today)/(Price 
today)×100

Therefore, if an investor buys a security today, all else being 
equal, they will get a higher return tomorrow: 

 – the lower the price is today and/or 

 – the higher the price is tomorrow. 

It is the other way around if one wishes to (short-)sell a security. 

The spread, the market impact and delay costs are “in” the 
price today. Let’s take each one separately.

The spread means that the money one has to pay today to buy 
the security (bid) is more than the money one would get by 
selling the same security (offer). So, if the spread increases, one 
pays more money to buy the security. This means that the price 
today is higher. So the return tomorrow will be lower.

Market impact means that, when one placed the order, this 
signalled higher demand, which pushed the price slightly 
upwards so, by the time the transaction was completed, a 
slightly higher price was paid today. This means a lower return 
tomorrow. 

As we have explored, it is not possible to predict which way the 
price will move due to delay cost. What is certain, is that the 
longer it takes for a transaction to be completed, the higher 
the chance that the price will move, sometimes in the opposite 
direction, resulting in negative transaction costs.

Sometimes, parts of the explicit transaction cost will also be 
embedded in the price. Namely, transactions in some securities 
such as bonds and derivatives are usually negotiated without 
any commission which is already integrated in the price and not 
disclosed separately.

In any case, no matter what happens, implicit transaction 
costs have resulted in a specific price today which, in turn, 
determines tomorrow’s return. If someone is consistently 
unable to manage the spread, market impact and delay costs, 
then they will be consistently buying at higher prices and, thus, 
getting a lower return. That is why implicit transaction costs 
have a “drag” on return.

17 For simplicity, we are ignoring the possibility of any income, such as dividends.

Timing
Going back to our opening remark in Part 1, there can be 
no investment return without buying or selling securities 
first (at least at some point!). Another way to put this, is that 
transactions come before returns. Figure 8 (overleaf) illustrates 
in a simplified way the sequence of the steps from the moment 
an order is placed to the moment net returns are experienced. 

As explained, implicit transaction costs are already embedded 
in the price and, hence, fully reflected in the gross return. 
Explicit transaction costs may be paid in the step where we go 
from gross return to net return but the actual transaction 
took place before the gross return. 

Understanding the sequence of events is perhaps the most 
crucial thing in understanding the connection between 
returns and transaction costs. The gross return has happened 
after (and because of) a specific set of transactions that have 
incurred a certain transaction cost. Even a tiny variation in 
that set of transactions would mean not only a different 
transaction cost but a different gross return. 

Moreover, going back to a point raised in the section on best 
execution, sometimes it is worth incurring a high transaction 
cost to ensure a trade is completed if that results in either 
owning a security that increases significantly in value or selling 
a security that is about to lose its value completely. 

Although explicit transaction costs are paid before we get to 
net return, it does not mean that a different set of transactions 
with a lower explicit transaction cost would take us to a higher 
net return. It would mean that we would have carried out 
a different set of transactions so we would have different 
securities (or different numbers of each security) and we would 
end up with a different gross return figure. We cannot tell if 
that new gross return figure is higher or lower than the initial 
one. And, therefore, we cannot tell if the new net return figure 
is higher or lower than the initial one. 

It is a bit like time travel: any change in the past 
(transaction) means a different future (return) but we 
cannot know in advance if that future is better or worse.

More trading means…
More trading means that more transactions take place. A 
higher number of transactions means that more explicit 
transaction costs are incurred, that is, more money has to be 
paid for commission to the broker and tax to the government. 
This translates into a payment, i.e. outflow, from the fund’s 
assets. But we cannot be sure that this will result in a lower 
return. It may be that an expensive transaction was the one 
that really added value to the fund. For example, one may have 
had to pay a high commission and stamp duty to buy shares 
in a company five years ago, but (ignoring dividends), say its 
share price has gone from around €80 in September 2015 to 
around €200 in September 2020 – a return of 150%. Wouldn’t it 
be worth incurring the higher transaction cost?

It is possible that carrying out more and more transactions 
ultimately has a negative impact on returns. This could be 
because a higher number of transactions increases the chances 
that implicit transaction costs have some drag on returns and 
payments for commission and stamp duty will not always be for 
securities that increase as much in value as in our 150% return 
example. But, because we cannot know in advance how much 
the value of each security traded will change, we cannot predict 
whether the transactions were ultimately worth it. 
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It is also possible that a small number of transactions that are 
badly executed result in the same transaction cost figure as a 
large number of transactions that are very efficiently executed. 

What are the fund manager’s incentives?
As outlined in Part 1, the parties on the receiving end of 
transaction costs are: the intermediary who receives a 
commission to execute a trade (explicit), the intermediary 
getting the bid-offer spread for facilitating (providing the 
liquidity for) the trade (implicit); and the government which 
receives a tax on each transaction (explicit). There is no-one in 
particular who stands to gain from higher market impact and 
delay costs (implicit).

The fund manager does not benefit in any way from 
transacting more and, indeed, is incentivised to minimise 
transactions and to optimise execution18. We have already 
explored the regulatory requirements for fund managers to 
achieve best execution. These requirements notwithstanding, 
the reason why fund managers do not have an incentive to 
trade more and end up with higher portfolio turnover is that 
more transactions mean more money for the intermediaries 
(commission and spread) and the government (tax) – not for 
the fund manager. 

Actually, fund managers stand to lose from more transactions 
as the explicit component means an outflow from the assets of 
the fund to begin with, so there would be a lower asset base on 
which the management fee is calculated. 

Different transaction costs, 
different returns
Different transactions mean a different portfolio composition 
which means different returns. Even if the portfolio 
composition is similar, both in terms of holdings and exposure 
to each holding, transacting in the same securities at different 
times will result in different prices and hence returns. 
“Different” really means “different” in that one cannot know in 
advance if it is lower or higher.

18  Any lingering concerns on this point may relate to inducements that existed 
before the MiFID II inducement ban.

Mapping the aggregate MiFID II transaction cost figures 
against the corresponding returns19 shows a cloud of 
dots with no observable relationship. Any given level of 
transaction costs can be associated with both high and low 
returns (Figure 9 overleaf). 

Looking more closely at the asset class level, it does not make 
a significant difference in the return if, for example, an equity 
fund is in the first (lowest) or the fifth (highest) transaction cost 
quintile. The evolution across transaction cost quintiles within 
any given asset class is quite flat (Figure 10 overleaf).

To reiterate: there can be no returns if there are no 
transactions. One has to buy or sell something at some point 
to get a return. Returns are the outcome of transactions but 
this does not mean that there is a cause and effect between 
transaction costs and returns. The assumption that lower 
transaction costs are better because they will lead to higher 
returns is wrong. This is not only relevant for choosing between 
funds. It is also very pertinent if it becomes so entrenched 
that it impacts trading behaviour to prioritise cost instead of 
outcome, particularly where the cost is already embedded in 
this outcome.

19  These are the returns in the same year for which transaction costs are reported 
(in this paper 2019). It is important to ensure that transaction costs and returns 
cover the same period because, contrary to ongoing charges, transaction costs 
are very volatile and unpredictable and the returns experienced are a direct 
outcome of the securities traded.

Figure 8: The sequence of events from placing the order to trade to getting the net return

Source: Schroders

Security price
today (p1)  

Security price
tomorrow  (p2)  

Broker
(commission)

Government
(tax)

The “market” 
(implicit)

Transact (buy/
sell security) 

Gross return
(p2-p1)/p1

Net return

MINUS
Ongoing charges
One off costs
(entry/exit fees) 
Incidental costs 
(performance fees)

The order is placed The order is completedTransaction costs go to…

The price today includes
implicit costs 
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Figure 9: The (lack of) relationship between returns and transaction costs
Gross returns and transaction costs Net returns and transaction costs
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Source: Schroders based on Morningstar fund return and MiFID II transaction cost data of approximately 15,500 primary share classes of UCITS domiciled in Denmark, 
France, Germany, Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019. 
Past performance is not a guide to future performance and may not be repeated.

The key takeaways
 – Implicit transaction costs are embedded in the 

price and, by extension, in the return.

 – Transactions occur before gross returns, so 
any change in the number, nature or timing of 
transactions results in a different gross return. 
One cannot say in advance if that return would 
be higher or lower, contrary to ongoing charges 
where one can predict that a higher ongoing 
charge will result in a lower net return (all else 
being equal).

 – Fund managers do not have an incentive to trade 
more than necessary and do not profit from it.

 – There is no relationship between transaction 
costs and returns. High transaction costs can be 
related to both high and low returns. 

Figure 10: Average return by asset class transaction cost quintile

Source: Schroders based on Morningstar fund return and MiFID II transaction cost data of approximately 15,500 primary share classes of UCITS domiciled in Denmark, 
France, Germany, Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019. 
Past performance is not a guide to future performance and may not be repeated.
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Part 4: The mystical transaction 
cost figures and how (not) to 
use them
We have now explained in some detail what transaction costs 
are, how they can be measured (or rather, how they can be 
estimated), and how they are connected to returns. The next 
step is to actually dig more deeply into the transaction cost 
figures reported by funds20. 

As discussed in Part 2, funds report one total transaction fee 
which is the sum of explicit and implicit transaction costs and 
the dilution offset. This aggregation makes it impossible to 
assess whether, for example, a low transaction cost figure is 
low because of few or cheap transactions or because the fund 
uses the slippage methodology – which may have resulted in a 
negative implicit cost – or if the fund applies a dilution offset or, 
indeed, if all happen together. 

This relates to a broader issue with the balance between 
simplicity and comprehensiveness of disclosed information. In 
this particular case, there is a trade-off between the simplicity 
of having one transaction cost figure and the ability to judge 
whether the level of that figure is driven by estimation 
shortcomings or anti-dilution mechanisms rather than actual 
trading activity. In a similar vein, there are more general issues 
with the aggregation of transaction costs and ongoing charges 
in MiFID II (see box below). 

20  These are the same MiFID II ex post figures which feature in the other parts of 
this “manual”, sourced from Morningstar. They are based on data firms submit 
into Morningstar on a monthly basis using the European MiFID Template.

The problem with the MiFID II aggregation 
A less debated issue, but one that still affects how the MiFID II numbers can be used, is the issue of aggregation. 
The logic of having one single figure which includes all ongoing charges (such as the management fee, advice fee 
and distribution fee) and transaction costs (both explicit and implicit) is that of simplicity. Investors see one total, all-
inclusive figure and do not have to worry about any additional charges reported elsewhere.

As simple as an all-in fee may be, three particular problems arise.

 – The problem of attribution: it is not possible to see where the costs are incurred and who the “biggest 
offender” is. 

 – The problem of false extrapolation: with an all-in figure it becomes very attractive to assume that by 
subtracting it from gross returns, one can calculate net returns. This is wrong. 

 – The problem of real cost: the all-in figure does not, in its entirety, reflect the money that the investor has paid. 
Most of it does – except implicit transaction costs. It is not possible to see how much these are due to aggregation.

It is one thing to show real expense and another to show value that is lost but does not really reflect any extra 
payment. A further worrisome implication if people see transaction costs as part of one total figure is that they may 
become more inclined to (wrongly) assume that higher transaction costs work in the same way as ongoing 
charges and, therefore, mean a more expensive fund and lower returns. 

Perhaps a more meaningful way to communicate costs is to split the component that reflects actual payment (all-in 
costs excluding implicit transaction costs) from that which reflects value lost while transacting (implicit transaction 
costs). To address the attribution and false extrapolation problems, the actual payment part could be further split 
into the part that has a relationship with net returns (ongoing charges, advice and distribution fees) from that which 
does not (explicit transaction costs).

Looking beyond this problem, transaction cost figures are there 
to serve a purpose: to inform investors. The question is what do 
these figures really mean. The answer is: it depends. It depends 
on what people are looking for, what is the broader context and 
what other fund attributes would indicate, performance being 
key among them.

Different funds, 
different transaction costs
To cut a long story short: different funds have different 
transaction costs. Transaction costs are a function of trading or, 
as it is more commonly known, “turnover” (itself a function of 
investment decisions, portfolio rebalancing, client inflows and 
outflows), securities traded, trade timings, market conditions 
and liquidity. These are unique for each fund, a fact which, 
combined with inconsistent methods for estimating implicit 
transaction costs, means that comparing transaction costs 
between funds without thinking of the broader context 
for each fund is not particularly meaningful. It also means 
that benchmarks such as “average transaction cost” are 
questionable. 

Nevertheless, there are points that one can observe more 
broadly across funds, particularly in the way transaction costs 
are distributed. Part 2 already discussed the incidence of 
“noisy”, i.e. negative, zero and super positive, transaction costs 
across both asset classes and fund domiciles. Focusing on asset 
classes (Figure 11), one can see that the majority of transaction 
cost figures for money market funds are very concentrated 
around 1 to 3 basis points. The figures for multi-asset funds are 
also quite concentrated between 5 and 15 basis points whereas 
those of equity funds are a bit more widely spread between 10 
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and 20 basis points. Alternative funds are very much spread 
out, probably reflecting the diverse nature of asset classes 
within this category. 

With the possible exception of commodity funds (and less 
so for convertible funds), all asset classes exhibit extreme 
transaction cost figures at both ends of the distribution.

Within all this, one should not forget that there are inherent 
differences across asset classes and comparison is not 
particularly meaningful. Namely, the differences in the 
general transaction cost levels across asset classes partly reflect 
how expensive it is to trade in different types of securities. 
As covered in Part 1, the commission and spread paid for 
trading more illiquid assets are higher than for liquid assets. 
For example, the first figure in Part 1 showed that, in 2019, 
the commission for trading in mid-cap US equities cost twice 
as much as trading in large-cap US equities. While transaction 
costs for fixed income funds may appear to be relatively 
low, one should remember that, when trading bonds, the 
commission (explicit cost) is normally included in the quoted 
price and not recorded separately. 

Even within the same type of security, specific market 
conditions and liquidity change so one may be confronted with 
very different transaction costs depending on when one 
trades the same instrument. To illustrate this, one can look 
at the effect of market volatility during the Covid-19 downturn 
in March 2020; it resulted in spreads which were almost four 
times as high as those experienced a month before (Figure 12).

This is another reason why best execution is important. 
When markets are illiquid, a trader will probably prioritise the 
likelihood of executing a trade over trading at a certain price. 
So, what may appear to be a high price for a trade needs to be 
seen in the context of the need to complete that trade.

The distinction between active and passive funds should be 
noted as well. Active funds will transact to grasp investment 
opportunities and to reflect people buying or selling fund units. 

Passive funds will transact to reflect such in- and outflows 
but, other than that, the only reason to trade is to rebalance 
the portfolio if there are changes in the relative weight of 
the constituents of an index (as the passive fund is trying to 
replicate exactly those weights). Hence, as a general rule, 
active funds will naturally incur higher transaction costs 
than passive funds (Figure 13 overleaf).

Figure 11: Distribution of transaction cost figures across asset classes

Source: Schroders based on Morningstar MiFID II ex post transaction costs data of over 16,000 primary share classes of UCITS domiciled in Denmark, France, Germany, 
Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019.
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How not to use transaction cost figures
Saving the best for last, now is the time to revisit the three 
common pitfalls which, perhaps unsurprisingly, are interrelated.

Pitfall #1: Comparing the transaction cost figures of 
different funds without accounting for any other fund 
characteristic.
The transaction cost figure by itself cannot convey any 
information on which investors can base decisions. 

Given the flexibility that is allowed by MiFID, firms use different 
methodologies, which means that implicit transaction costs, 
and by extension total transaction costs, cannot be compared 
directly. But even if one common methodology were used, 
transaction cost figures should not be used in isolation. 
What is “high” depends on how much was being traded, under 
what conditions, whether it was driven by fund inflows-outflows 
or investment opportunities and what was the outcome. The 
return will reflect all transaction costs but the actual outcome 
for the fund may not be immediately obvious. Perhaps an 
expensive transaction was the one trade that shifted the return 
of the whole fund (in either a good or bad way) later on. 

Ultimately, it is the net return that matters. A fund with a high 
transaction cost figure can have a high return but it can also 
have a low return. The return will depend on the asset class 
exposure of the fund, market conditions and, in the long-run, 
the level of ongoing charges.

Pitfall #2: Considering that higher transaction costs mean a 
more expensive fund.
Transaction costs are not like ongoing charges where one could 
say that higher charges mean a more expensive fund. Higher 
transaction costs do not mean a more expensive fund. It means 
that a specific fund incurred higher transaction costs, which 
may be driven by a number of factors:

 – Trading in securities with a high commission and spread;

 – Trading in volatile and illiquid market conditions;

 – Trading because there was a large number of client inflows 
and outflows;

 – Using the slippage methodology – the market noise thereby 
inflating the implicit cost component;

 – Not applying a dilution offset.

Ineffective best execution is possible but, with appropriate 
internal governance, this should be picked up and addressed 
accordingly.

Interestingly, there are already tools emerging in the fund 
market using a green-to-red scale to indicate transaction costs 
going from low to high figures, implying that high is “red” and 
bad while low is “green” and good. For those who are not aware 
of the intricacies of transaction costs and their calculation, this 
is misleading at the very least.

Pitfall #3: Expecting that lowering transaction costs will 
result in higher returns.
It is always true that for two funds with similar holdings and 
thus, similar gross returns, the one with the higher ongoing 
charges will have the lower net return. If a fund decides to 
lower the ongoing charges then automatically (all else being 
equal) the net return increases. That is not true for transaction 
costs. If a fund decides to lower the transaction costs by 
transacting less or transacting in more securities with low 
trading costs then the fund will end up with different holdings 
and thus, a different return. It cannot be predicted in advance 
whether this return will be higher or lower.

Subtracting transaction costs and other ongoing charges 
from gross returns will produce something different from 
the actual net returns that investors experience. Some may 
believe that lowering the total cost, including ongoing charges 
and transaction costs, will result in better outcomes but this 
is not true. An example of this is adding transaction costs 
and ongoing charges together and making the sum subject 

Figure 13: Distribution of transaction cost figures across active and passive equity funds 

Source: Schroders based on Morningstar MiFID II ex post transaction costs data of over 6,300 primary share classes of equity UCITS domiciled in Denmark, France, 
Germany, Ireland, Italy, Luxembourg, Netherlands, Sweden and the UK. Data as at December 2019.
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to a cap, such as stating that it should not exceed 1% of fund 
assets. Since the fund manager cannot know in advance 
which transactions will need to happen, when and under what 
market conditions, it is impossible to budget for a concrete 
number. A historic transaction cost number reflects activity 
that happened for specific reasons, in specific instruments 
and under specific market conditions, none of which are going 
to exactly repeat themselves. The equity spread during the 
Covid-19 example above illustrated that the transaction costs 
incurred in one month (let alone a year) are not a reliable 
indicator of the transaction costs that will have to be incurred 
next month. Placing an upper limit as to how much can be 
spent on transacting would mean two things:

 – Restricting fund managers from transacting when it is 
clearly in investors’ interests to do so, if transaction costs 
are already at the limit of the cap (which may be as a result 
of actions beyond the manager’s control, such as money 
coming in and out of the fund).

 – Putting additional pressure on the budgeting for investment 
management altogether as fund managers would probably 
need to keep a “buffer” between the cap and how much they 
spend in case good investment opportunities appear, i.e. 
for instances when they would need to be able to avoid the 
situation described in the previous point.

How to use transaction cost figures21 
Transaction cost figures do have a purpose. The intention 
behind requiring their disclosure is that, along with other 
fund attributes, they can give a fuller picture of what the 
fund is trying to achieve and how well it has achieved it. 
Transaction costs, alongside information on best execution, 
can indicate how efficiently a manager has delivered against 
the investment objective. 

The point is that transaction costs should be seen not on their 
own but in the context of broader fund attributes such as:

 – In what securities does the fund usually trade and what were 
the market conditions in the period reported?

 – Is the fund actively or passively managed?

 – What is the net return?

 – What are the ongoing charges?

 – What is the risk?

 – How are transaction costs estimated?

 – Are there any anti-dilution mechanisms in place?

21  The silent assumption in this is that people use the ex post transaction cost 
figures that reflect the experience after they have invested.

This is by no means an exclusive list and there is no specific 
meaning in the order in which the above attributes are listed. 
It simply serves to show that context (and how much of 
it) is needed in order to form an opinion about the level of 
transaction costs and that this goes far beyond a green-to-
red scale. 

Figure 14 (overleaf) provides illustrative examples of how 
one may compare different funds on the basis of not only 
transaction costs but also other key characteristics such as 
charges and performance. These show that high transaction 
costs, on their own, say little about a fund. 

In a similar vein, one may be alarmed by an uncommonly 
high transaction cost figure particularly if the fund in question 
usually incurred lower levels of transaction costs. But this could 
be down to many things. For example, a fund may have had 
to change its investment strategy following a client request to 
divest from a specific sector. Or there may have been urgency 
to complete a trade because a large price movement had been 
anticipated. Or there could have been external developments 
triggering large inflows or outflows by clients as was the case 
with the UK’s Brexit referendum in 2016. Or there may have 
been a short period of extreme market volatility such as the 
Covid-19 downturn in the first quarter of 2020. In all these 
examples, the temporarily high transaction cost does not 
necessarily result in low returns. As in an example used earlier, 
a trader may be willing to incur a high transaction cost to gain 
(exit) a holding in a company that is about to substantially 
increase (decrease) in value. Using transaction cost figures is 
all about the context.

The key takeaways
 – Transaction costs need to be seen within a 

broader context which takes into account the 
fund type, trading activity, client activity and 
market conditions.

 – Higher transaction costs do not mean a more 
expensive fund.

 – Lowering transaction costs will not necessarily 
result in higher returns.

 – It is as important knowing how not to use 
transaction cost figures as it is knowing how 
use them.
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Figure 14: Illustrative examples of seeing transaction cost figures within a broader context

Source: Schroders based on Morningstar data as at December 2019. 
Past performance is not a guide to future performance and may not be repeated.

Fund A Fund B

Cross-border distribution Yes Yes

Management type Active Active

Management fee 1.44% 1.79%

Average net return 2018 0.12% -1.46%

Average gross return 2018 0.28% -1.24%

Average net return 2019 2.31% 2.32%

Average gross return 2019 2.47% 2.53%

Average net return 2017-2019 0.91% 0.45%

Average gross return 2017-2019 1.07% 0.67%

Ongoing charges 2019 1.82% 2.25%

Transaction costs 2019 0.30% -0.22%

Fund 
A

Fund 
B

Fund 
C

Cross-border distribution No Yes Yes

Management type Active Active Active

Management fee 1.59 0.90 2.27

Average net return 2018 -1.35 0.53 -0.77

Average gross return 2018 -1.22 0.61 -0.56

Average net return 2019 2.35 0.83 2.10

Average gross return 2019 2.49 0.91 2.32

Average net return 2017-2019 1.13 0.73 0.73

Average gross return 2017-2019 1.26 0.86 0.95

Ongoing charges 2019 1.59 1.01 2.57

Transaction costs 2019 0.04 0.11 0.34

Things to think about
 – Fund A has a high transaction cost figure but not too high 

considering the large spreads for small-cap equities. Fund 
B reports negative transaction costs which may reflect 
either use of slippage resulting in too much noise or a 
dilution offset.

 – Fund A has lower ongoing changes and although returns 
for 2019 are similar for both funds, fund A has performed 
better in the slightly longer period of 2017-2019.

 – This is an illustrative example that:

 – Lower transaction costs do not necessarily result in 
higher returns.

 – A negative transaction cost figure makes comparison 
difficult if not impossible.

 – Example of points for further consideration:

 – What is the long-term return?

 – What is the risk?

 – What were the conditions in the US smaller companies 
market in 2019?

 – Does Fund B use a dilution offset?

Things to think about
 – Although Fund B has modest transaction costs and the 

lowest ongoing charges, it has by far the lowest return.

 – Fund C has the highest transaction costs, high ongoing 
charges but high return.

 – Fund A has the lowest transaction cost figure, moderate 
ongoing charges and high return.

 – This is an illustrative example that:

 – The lowest ongoing charges do not always come with 
the highest returns (Fund B)

 – The highest transaction costs do not necessarily mean 
low return (Fund C)

 – Example of points for further consideration:

 – What is the long-term return?

 – What is the risk?

 – What were the conditions in the Asia ex. Japan equities 
market in 2019?

Key attributes of two US small-cap equity funds

Key attributes of three Asia ex. Japan equity funds
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Conclusion
Transaction costs are part of (investing) life. This paper has hopefully served to show how 
complex everything is when it comes to transaction costs - from managing and measuring them 
to disclosing and using them.

As reporting of transaction cost figures becomes more widespread, using transaction costs for 
investment decision making is more likely but so is the possibility of using these figures in the 
wrong way. Which makes it all the more imperative to understand the nuances involved at every 
step of the way.

Challenges with the estimation of transaction costs should not be ignored as they result in 
disclosures that investors see. There is no room for complacency when investors are expected to 
base their decision making on figures that contain market noise and do not really reflect cost that 
is relevant to their investment experience. 

Even in the presence of a (fictional) perfect way to estimate transaction costs, these figures should 
not be compared. Every trade is unique. It can be triggered for different reasons, it may concern a 
different security, it could be subject to different liquidity levels, or have a different counterparty 
with different terms – the list goes on. The environment in which each trade is executed will never 
repeat itself. That is why looking at transaction costs should always be done in context of the 
prevailing environment.

High transaction costs are not necessarily bad and they certainly do not mean a more expensive 
fund as they can result in both high and low returns. Lowering transaction costs will not result 
in higher returns. It will only mean a different set of transactions resulting in a different level of 
return that cannot be predicted in advance. But the good news amid all this uncertainty is that 
returns will always reflect all transaction costs.

To repeat one of the key takeaways from Part 4: it is as important to know how not to use 
transaction cost figures as it is to know how to use them.
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