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It can be argued that managing a fund to meet payment 
obligations as they fall due is not new. Indeed, one might well ask 
whether CDI is really that different from, or indeed better than, a 
more traditional approach. After all, the power of LDI to manage 
liability risk is well known and growth portfolios tilted towards 
fixed income assets have been around for many years. 

In this paper we focus on the key differentiating feature of the 
CDI solution, namely its return profile compared with the return 
profile of more traditional strategies. In doing so, we will show 
that CDI is fundamentally a question of “clever distribution 
investing”. 

September 2017

Over the past few years, cashflow driven investment (CDI) has 
been increasingly gaining the attention of UK defined benefit 
pension funds and other institutional investors as a risk-managed 
investment solution to meet their payment needs.

CDI uses the income and maturity proceeds of a diversified 
portfolio of fixed income assets to match all future projected 
liability payments as they fall due. It is not an alternative to liability 
driven investment (LDI). Rather, LDI should be seen as an integral 
element in the solution, covering inflation risk, reinvestment risk, 
tail risk and any currency risk. A typical CDI solution, including 
integration with an LDI overlay, is illustrated for a sample pension 
fund over its remaining life in Figure 1 below. 

Jon Exley
Solutions Manager

Figure 1: Example of a typical CDI strategy

For illustration only. Source: Schroders.
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Executive summary
CDI involves managing fixed income assets on a buy and maintain 
(B&M) basis and holding them to maturity, or at least only 
substituting bonds with the same cashflow profile. As a result, the 
return distribution from a CDI solution is fundamentally different 
from that of traditional “growth-plus-LDI” strategies. 

The difference is clearly evident in historic default data and is 
supported by the theoretical work of Professor Robert Merton(1&2) 
(1974). Merton proposed an elegant model for holding credit to 
maturity as a written put. In this paper we show that this model 
can also neatly explain why conventionally-managed credit 
behaves more like other traditional growth assets. 

We would stress in addition the importance of uncertainty in 
expected return assumptions for traditional growth assets in 
forming investment strategies. We explain (again using the 
theoretical framework of the Merton model) how both the central 
outcome and the risk profile of traditional growth assets depend 
on this difficult assumption, whereas, for CDI solutions, uncertain 
expected return assumptions affect risk but not the central 
outcome. 

Finally we discuss how flight plan strategies make traditional 
growth assets behave more like CDI solutions. We argue that, 
whilst CDI solutions can be included as part of the natural 
evolution of flight plans, they should not form part of the growth 
allocation that is subject to trigger-based de-risking. CDI solutions 
should instead form a separate strategic allocation. 

For funds initially targeting relatively high expected returns, 
CDI can be integrated into flight plans by gradually increasing 
the allocation to a CDI solution as funding improves. Given the 
popularity of flight plans for higher return targets and the CDI 
strategy for less ambitious targets, this combination can be seen 
as a natural two-stage evolution which sees both the risk and 
governance burden decline as the solution develops over time.

The shape of returns from CDI is fundamentally different 
Suppose we are targeting an expected return of 1.2% p.a. in 
excess of gilts over a 10-year period to meet a particular liability 
target. We could consider two different strategies:

1 A “barbell” (growth-plus-matching) strategy of 30% in equities, 
with an assumed return of 4% over gilts, and a residual 
portfolio of 70% in 10-year gilts held to maturity.

2 A 100% investment in a diversified portfolio of 10-year single-A 
and BBB credit held to maturity, with a yield spread of 1.2% p.a. 
above gilts (net of an assumed default rate). 

Traditionally, asset and liability projections would model the credit 
portfolio and the equity portfolio as having similar “bell-shaped” 
return distributions, but with the credit having a lower volatility 
and a lower expected return. On this basis, modelling would show 
a strategic preference for one strategy over another only if the 
Sharpe ratios (the ratio of excess return divided by volatility) were 
different. Broadly, if credit volatility were around 30% of equity 
volatility, there would be little to choose between the distributions, 
especially if the equity-gilt strategy were constantly rebalanced 
back to the 70%/30% target. 

In fact, for traditionally-managed credit, this modelling approach 
is not unreasonable, as we will discuss later. However, managing 
bonds within a CDI solution on a B&M basis and either holding 
them to maturity or, if any are sold, replacing them with bonds 
of the same maturity at the time of sale results in a significantly 
different shape of return profile. 

Credit as a sold put - the Merton model 
The reality is that a portfolio of 10-year corporate bonds held 
to maturity has specific characteristics that are not captured by 
traditional “bell-shaped” distribution models of asset returns.  
In particular: 

1 The absolute maximum return the investor can earn is the yield 
on each bond and in many scenarios the returns achieved are 
relatively close to this maximum.

2 The difference between the actual outcome and the maximum 
is accounted for by losses on defaults (net of recoveries) and, 
for a large portfolio of bonds, the numbers of upgrades, 
downgrades, defaults and recoveries are reasonably 
predictable and can be reserved for relatively easily.

3 Every few decades there may be a large systemic event with an 
abnormally high number of defaults, so the return distribution 
will include a very small number of scenarios with relatively 
large losses. 

This is illustrated in the charts below using data from the Moody’s 
2016 Default Study1. Figure 2 shows the cumulative 10-year loss 
performance versus an assumed 0.2% p.a. loss rate and assuming 
40% recovery on defaults, consistent in both cases with the 
Moody’s data. It will be seen that in all 10 periods, except those 
spanning the 1930s depression, the loss rate is less than this 
assumption. This results in a small gain in most periods relative 
to a loss provision set at this level. To be clear, the chart excludes 
the gain made on any credit spread in excess of this 0.2% p.a. loss 
assumption – unfortunately the appropriate historic data on credit 
spreads are not available.

Figure 2: Cumulative 10-year loss performance versus an 
assumed 0.2% p.a. loss rate 

Source: Moody’s 2016 Default Study1 and Schroders calculations.  
As at February 2017.

Figure 3 uses the same data to calculate the distribution of 
cumulative default rates over rolling 10-year periods. In 80% of 
such periods, the annualised default rate is less than 0.3% p.a. 
(equivalent to an annualised loss rate of less than 0.2% p.a., 
assuming 40% recovery). 
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Figure 3: Non-normal distribution of cumulative defaults over 
10-year rolling periods

Source: Moody’s 2016 Default Study1, Schroders calculations. Annualised 
default rates are rounded to the nearest 0.1%. As at February 2017. 

So features 1, 2 and 3 (above) result in a return profile from 
investment grade credit held to maturity which is significantly 
different from the “bell shape” of traditional assets. In fact, as first 
pointed out by Professor Merton in 19742, for practical purposes 
credit returns share many features of a simple strategy of writing 
out-of-the-money put options:

1 in most scenarios you simply earn the option premium  
(i.e. the credit spread);

2 in occasional systemic risk scenarios you pay out on the put, 
resulting in a loss. 

The Merton model is described in more detail in Technical Box 1.

Technical Box 1: The Merton model2

The Merton model explains credit risk premiums in terms of the 
holder of a corporate bond selling a put option on the value of  
the underlying enterprise. In it simplest formation, which involves 
an enterprise issuing a single (zero-coupon) 10-year bond, the 
value of the bond is modelled as a risk-free bond less the value of 
a 10-year put on the enterprise value. This makes the value of the 
bond less than the value of a theoretical zero-coupon gilt with the 
same maturity proceeds. The annualised difference in value then 
represents the credit spread. 

The strike of the put is the “default threshold” of the underlying 
enterprise. If the value of the enterprise falls below this at 
maturity, the bond payout is the maturity proceeds minus the 
difference between the enterprise value and the threshold value. 
The value of the enterprise itself is assumed to follow a volatile 
path with a parameterised volatility, creating the concept of a 
“distance to default”. This represents the distance between the 
current enterprise value and the default threshold expressed 
as a number of standard deviations. The smaller the distance 
to default the higher the credit spread. This is illustrated in the 
diagram below.

The “credit risk premium” earned from the difference between the 
credit spread and actual losses on default is often confused with 
an illiquidity premium. However, as discussed further in Technical 
Box 2, the Merton explanation can be used to explain why the 
credit spread can exceed the expected default rate even in a liquid 
credit market. 

Technical Box 2: Using the Merton model2 to explain  
why the credit spread can exceed expected defaults 
If the Merton model is used to explain credit exposure in terms  
of writing put options, then the credit spread (the premium 
earned by selling the put) will on average exceed the expected loss 
if the underlying asset which is subject to the put (e.g. equities) 
has a risk premium. This feature is independent of whether there 
is “skew” in the volatility assumption or whether or not volatility  
itself earns a risk premium.

To see why this excess return (credit spread exceeding expected 
default losses) arises under the Merton model, we need to 
recognise that the pricing of put options (and hence the credit 
spread under the Merton model) is based on a risk-neutral 
world without risk premiums (purple line in diagram below). It is 
thus clear that, compared with this pricing of the option (which 
determines the “credit spread”), adding a positive “real world” 
risk premium to the growth of the enterprise value will raise 
the projected enterprise value (pink solid line) and reduce the 
probability of hitting the default threshold (pink dotted line). 

This means that the expected losses on default will be below the 
premium earned. In other words a “credit risk premium” is earned 
which does not rely on illiquidity and instead could be observed  
in perfectly liquid assets. 
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The difference in profiles is only fully captured  
if bonds are held to maturity 
We can take this credit model further to explain why it is 
reasonable to represent the pay-out profile of traditionally-
managed credit portfolios using the more bell-shaped return 
distribution of traditional growth assets. This is because a 
continually rebalanced credit strategy which keeps rolling bonds 
back to a constant maturity behaves like a continuously refreshed 
option writing strategy (closing out options well before maturity 
and rolling back into longer-dated options). 

As we explain in Technical Box 3, another analogy for this strategy 
is a simple combination of the underlying asset (on which 
the option is written) and a risk-free bond. Hence modelling 
traditionally-managed credit portfolios as if the shape of their 
return distribution were similar to other growth assets is quite 
reasonable. It is equivalent to modelling credit simply in terms of 
the volatility of the credit spread multiplied by the credit duration. 
However, the modelling approach is far less valid with CDI 
solutions in which bonds are held to maturity. More importantly 
(leaving aside the technicalities of models), this explains why 
simply replacing growth assets in a traditional mix of growth and 
LDI assets with more contractual cashflow assets managed on 
a conventional basis does not capture the full benefit of a CDI 
solution in terms of achieving certainty of outcome.

Technical Box 3: Traditional credit management 
explained as a rolling option-writing strategy
The difference in return profile between a traditionally-managed 
credit portfolio and a portfolio held to maturity can also be 
explained using the Merton model. According to this, a 10-year 
bond portfolio managed by continuously “rolling” the bonds back 
to maintain maturity at 10 years (i.e. at the end of the year the 
original portfolio of 10-year bonds, which have now become  
nine-year bonds, is rolled back into a new portfolio of 10-year 
bonds) behaves like a strategy that involves closing out 10-year 
put options after one year (i.e. after they become nine-year puts)  
and selling new 10-year puts. 

As the put options are typically well out of the money and the 
term to maturity is long relative to the holding period, it is easy 
to show that this rolling derivative strategy is dominated by the 
sensitivity (or “delta”) of the put option to the underlying asset. 
In other words, the option strategy essentially also behaves like 
an allocation to the underlying enterprise value (where the delta 
might be, say, 30%), with a residual exposure to a riskless bond.  
As this is equivalent to a traditional asset allocation, the return on 
a constant maturity credit portfolio can thus be modelled as  
a traditional bell-shaped distribution. 

Parameter uncertainty in returns on credit held to 
maturity versus traditional growth assets
The difference in the profile of return distributions is an important 
theoretical distinction between our two example strategies: the 
barbell approach using equities plus gilts, versus 100% in credit 
held to maturity. But perhaps equally important from a trustee 
perspective is the impact of the difference in the certainty of 
return assumptions between the two approaches. 

In the case of equity returns, it is rarely made clear when 
investment strategies are set that, although asset and liability 
models show a range of outcomes, they all usually centre around 
a single expected return assumption that is actually highly 
uncertain. 

Although assumptions for the equity risk premium tend to cluster 
in the 3% p.a. to 4% p.a. range, the reality is that, for an asset such 
as equities with an historic volatility of around 18% p.a., 100 years’ 
of data are needed to estimate the equity risk premium within 
a standard error range of 1.8% p.a. Unfortunately, adding more 
data by adding more economies (such as the UK, US etc.) does 
not really lead to greater accuracy, as there is a high correlation 
between many developed markets, while “survivorship bias” 
among the successful economies further distorts the figures. 

This 1.8% p.a. standard error is uncomfortably wide. It means 
that a generally-assumed equity risk premium in investment 
strategies of, say, 3.8% p.a. could very easily be in reality 2% p.a. 
Furthermore, it is not possible to observe the equity risk premium 
– only proxies such as the dividend yield can actually be observed 
– and there is nothing to say that the risk premium is necessarily 
constant over time. Even with hindsight, we cannot know with 
confidence what the risk premium was at any given time; all we 
can know is the actual out-turn, which is a combination of the 
expected return and the volatility around it. 

This uncertainty in the equity risk premium has a significant 
impact on the outcome for a traditional “growth-plus-matching” 
strategy because it affects both the downside risk and the central 
(median) outcome. By contrast, according to the Merton model, 
the central outcome for credit held to maturity is unaffected by 
the unknown risk premium on the underlying asset: this premium 
only affects the downside scenarios. 

This is illustrated in Figures 4 and 5, which use a version of the 
Merton model to compare a 100% 10-year investment grade credit 
portfolio held to maturity with a 30% equity, 70% gilt portfolio 
mix. Figure 4 shows projections for the median (pink lines) and 
worst 90th percentile outcomes (purple lines) for the 100% credit 
strategy, while Figure 5 shows the same projections for the mixed 
equity and gilt strategy. Both strategies target a payment of £100 
after 10 years, starting with an initial portfolio of £78. 

We have chosen a 30% equity allocation so that both portfolios 
have the same median return in the base case. As a result, in 
both strategies the dotted pink median base-case outcome 
reaches exactly £100 after 10 years. However, it will be seen 
that the 90th percentile outcome in the base case (purple dotted 
line) is significantly better for the 100% credit strategy than for 
the equity-gilt mix, reflecting our previous comments on the 
difference in the certainty of return distributions. 

Nonetheless, reducing the equity risk premium by 1.8% p.a. and 
reducing the risk premium on the underlying enterprise value 
in the credit model by the same proportion has dramatically 
different effects on the outcomes, as shown by the solid pink and 
purple lines. Changing the risk premium for credit affects only the 
downside and not the median outcome. Thus the solid pink line in 
Figure 4 still hits exactly £100, but the worst 90th percentile shown 
by the purple solid line is now much closer to the equivalent 
downside in Figure 5. However, changing the equity risk premium 
in Figure 5 affects both the median outcome, shown by the solid 
pink line, and the downside, shown by the solid purple line. 

Figure 4: Changing the risk premium in a credit-only portfolio 
affects only the downside and not the median outcome… 
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Figure 5: …whereas changing the equity risk premium in a 
30%/70% equity-gilt mix affects both the median outcome and 
the downside 

Calculations for illustration only. Source: Schroders 

Uncertainty in the equity risk premium thus adds another 
significant dimension of uncertainty to the target outcome for an 
investment strategy relying on traditional growth assets rather 
than CDI solutions. 

Dynamic flight plans – are you CDI in disguise? 
Thus far we have compared CDI solutions only against a 
traditional fixed strategic asset allocation using growth assets 
and LDI. However, many trustees have in place plans to reduce 
their allocation to growth assets dynamically, either as funding 
improves or systematically through time, or both – so called  
“flight plans”. 

In a neat symmetry, just as managing credit assets on a traditional 
basis makes credit assets behave more like growth assets, 
managing traditional growth assets along flight plans makes 
traditional strategies behave more like CDI solutions. This is 
because a strategy of holding growth assets and selling after 
markets rise creates a distribution of outcomes which is similar to 
(albeit not exactly the same as) holding a growth asset and selling 
a call option. This is closely related to the Merton model of credit 
held to maturity, as it draws parallels with holding a risk-free asset 
and selling a put. 

So the payout profile of a flight plan strategy can share many 
features of a CDI solution, in particular: 

1 capped upside 

2 improved certainty of outcome in central scenarios 

3 continued exposure to significant downside risk in the more 
extreme scenarios. 

The natural question is thus whether the CDI strategy is superior 
to a flight plan strategy, given the similarity of outcomes. 

We would argue that the main benefits of a flight plan strategy 
are: 

1 It can span a wider range of risk and expected return profiles 
and is not constrained by any particular time horizon, 
whereas CDI solutions are limited by the available spreads 
and maturities of contractual cashflow assets. However, this 
advantage has been reduced to some extent by the emergence 
of a wide range of fixed income assets beyond traditional 
corporate bond assets following the financial crisis. 

2 Flight plans also avoid the need to link the outcome to market 
levels at a particular point in time, although this is at the 
expense of the improved certainty offered by being able to lock 
in to credit spreads at inception, so this cuts both ways. 

In their favour, there are a number of significant advantages 
of CDI solutions as an alternative to flight plans for schemes 
targeting less ambitious expected return targets over specific 
maturities:

1 A CDI solution locks into what can be seen as an “automatic” 
path to achieve a projected return based on investment 
opportunities available at the outset, whereas flight plans 
require triggers to be hit before they have any impact. 

2 As discussed earlier, the target outcomes of CDI solutions are 
less dependent on unknown expected return parameters.

3 The triggers for flight plans depend on markets following 
particular paths and result in “cliff edge” effects, depending 
on whether target levels are hit (e.g. a scheme’s funding level 
peaks at 85%), or just missed (e.g. the funding level peaks at 
84.9%). The same issues do not apply to CDI solutions.

4 The governance requirements of monitoring flight plans are 
significantly more onerous than those of CDI solutions, which 
are relatively straightforward.

However, despite the similarities, we do not see the two 
approaches as being in competition. Indeed, precisely because 
of their similarities, as schemes become better funded and CDI 
solutions become more feasible, we would see them as forming  
a natural part of the evolution of flight plans. 

Combining CDI with flight plans
The similarity between the two approaches does nevertheless 
carry some practical implications when combining CDI solutions 
with flight plans to avoid “double counting” of investment gains. 
In particular, to work effectively in combination, CDI solutions 
must be partitioned from the “growth” allocation in a flight plan 
framework and carved out as a separate allocation. 

This is because flight plan strategies tend to rely on the 
assumption that rising funding levels created by rising asset prices 
are not associated with lower prospective asset returns. 

This is illustrated in the table in Figure 6:

Figure 6: The growth allocation after an improvement in 
funding depends on return assumptions

Calculations for illustration only. Source: Schroders. 

In this example, if the rise in asset values that led to the 
improvement in funding level from 75% to 87.5% was not 
associated with any decline in future return expectations, then  
the flight plan can reduce the growth asset allocation from 75%  
to 37.5%. However, with CDI solutions, the reverse is the case: 
asset prices tend to rise precisely because prospective yields fall. 

If the rise in asset values in the above example had been 
associated with a halving of the assumed future yield on the 
growth assets (from 4% p.a. to 2% p.a.), as would occur with 
a CDI solution, then no reduction in growth allocation should 
be implemented. Indeed, the essence of a CDI solution, as we 
discussed earlier, is that the solution locks down at inception a 
target return based on the yields to be earned to maturity – by 
implication this means that subsequent movements in asset 
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prices should not affect the solution and should not trigger any 
requirement to change the asset allocation. 

Put simply, if expected income returns on an asset fall as the asset 
rises in value, then this asset cannot be included as a “growth 
asset” in a flight plan based on funding level triggers. 

Instead, for funds initially targeting relatively high expected 
returns, it is more natural to integrate CDI into flight plans by 
gradually increasing the allocation to a CDI solution as funding 
improves. Given the popularity of flight plans for higher return 
targets and the CDI strategy for less ambitious targets, this 
combination can be seen as a natural two-stage evolution which 
sees both risk and governance burden decline as the solution 
develops over time. The beauty of this is that the gradual 
migration into a CDI solution can be viewed as moving the flight 
plan onto “auto pilot” to land the strategy, ultimately, in either a 
100% gilt portfolio or a buy out. 

1 Annual Default Study: Corporate Default and Recovery Rates, 1920-2016, published by Moody’s Investors Service, February 2017.
2 Merton, R.C. (1974), On the Pricing of Corporate Debt: the Risk Structure of interest Rates, Journal of Finance, 449-469.
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